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1 PROJECT INFORMATION 

 

This chapter introduces the details of the project, namely Participatory Knowledge for 
Supporting Decision Making with focus on the Requirement Analysis task.  

It covers the main objectives and scope defined in the “Answer to Your Request for 
Offer” document and the details of the context and all business aspects relevant to the 
project. 

This chapter is organized as follows. In Section 1.1 a summary of the project is 
provided. The objectives concerning the Requirement Analysis task are detailed in 
Section 1.2. Section 1.3 discusses the details of the scope of the project. Finally, in 
Section 1.4, we provide details about the context of the project with focus on the (i) 
target audience; (ii) existing tools; and (iii) data understanding. 

 

1.1 Project Summary 

 

The Participatory Knowledge for Supporting Decision Making project is funded by the 
ISA programme and has three strategic objectives defined in the “Answer to Your 
Request for Offer” document: 

 

Objective 01: to cooperate with Member States and related networks in order to 
better identify the technology needs of public administrations when acquiring 
stakeholders’ opinions as a driving force for open governments. Similarly, this 
action shall also cooperate with Policy DGs in defining their needs in shifting 
towards data-driven decision making processes; 

 

Objective 02: to assess different assets that are currently available for making 
them accessible, thus allowing for collaboration, transparency and participation; 

 

Objective 03: to consolidate and integrate open and reusable software solutions 
that will support interactive knowledge sharing and will allow the elicitation of 
citizens’ opinions and perceptions which is hidden in tacit knowledge. By 
leveraging on participation and motivation of citizens, such tools can contribute to 
better informed decisions and improved legitimacy of policy making. 

 

The main purpose of this collaboration is to analyse how a tool can be used in the 
process of analysing information coming from different types of stakeholders as a 
support for the decision making process. 

The scope can be summarized into two main activities:  

 

 The identification of business requirements with regards to the analysis of 
inputs from stakeholders; 
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 The assessment of the technical feasibility and definition of the technical 
architecture needed to respond to the requirements gathered.  

 

In order to develop this project and accomplish the defined objectives, three main tasks 
have been proposed: 

 

 Project Management: This task is to ensure the overall management of the 
activities related to the project. 

 Requirement Analysis: This task consists of the activities related to the 
identification of the business requirements and the proposal of an approach. 

 Architectural Design: This task consists of the activities related to the 
technical assessment and feasibility studies focussing on confirming whether 
the data analytics proposals are technically implementable, and defining the 
technical architecture to build a tool for such purpose.  

 

It is worth noting that this document focuses on the details related to the Requirement 
Analysis task. 

1.2 Requirement Analysis Objectives 

 

The main objective of the Requirement Analysis task is the identification of the DGs’ 
main needs with regards to the analysis of inputs provided by stakeholders through 
Open Public Consultations (OPCs) and a study about how text mining approaches can 
be used to perform this analysis. 

In order to accomplish the main objective a few sub-objectives have been defined as 
follows: 

 To identify the main stakeholders of the project; 
 To learn about how OPCs are conducted; 
 To identify the main stakeholders’ needs with regards to the analysis of inputs 

from OPCs; 
 To identify and describe tools being used for the same purpose by the DGs; 
 To propose a solution to analyse the inputs from OPCs. 

 

At this point it is important to differentiate between the stakeholders of the project – 
anyone involved to some degree with the OPCs running process – from the 
stakeholders consulted through the OPCs, target public. 

1.3 Scope 

 

This project is a study about the DGs’ main needs with regards to the analysis of data 
from Open Public Consultations and how text mining approaches, more specifically 
opinion mining and sentiment analysis, can be applied to analyze opinions gathered 
through the OPCs. 
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The scope of this project covers the stakeholders identification, requirements 
elicitation, proposal of a solution, analysis of technical feasibility, and technical 
architecture design. 

As mentioned above, this document focuses on the details related to requirement 
analysis task and, therefore, it covers only the aspects related to the identification of 
the stakeholders and their needs, and how text mining approaches can be used in 
order to analyze data from OPCs.  

1.4 Context 

 

The European Commission as the EU executive body has, as one of its main 
responsibilities, to propose new policies and laws. Despite being responsible for the 
proposal of new policies and laws, the decision on adopting them lies with two other 
entities: the European Parliament and the EU Council. 

In order to ensure a better law-making process, the three abovementioned entities 
have agreed on a number of practices and policies, namely Better Regulation. “Better 
regulation is about designing EU policies and laws so that they achieve their 
objectives at minimum cost. It ensures that policy is prepared, implemented and 
reviewed in an open, transparent manner, informed by the best available evidence and 
backed up by involving stakeholders” [1].   

In that scenario, open public consultations have turned into a key initiative to gather 
stakeholders’ opinions about proposed policies and laws. Consultations are the 
instrument that the European Commission has been focusing on order to learn about 
stakeholders’ views over the entire life-cycle of a policy [1].  

The management of public consultations, however, presents a number of challenges. 
First of all, the analysis of contributions can be quite cumbersome when information is 
not structured. Furthermore, it is not easy to monitor to what extent stakeholders' input 
has been taken into account in the final policy output. Finally, the labour-intensive 
manual analysis of public consultations may not ensure that feedback from all 
interested parties is systematically taken into account. These challenges are further 
amplified in a European context, where consultations are submitted in the 24 EU official 
languages. 

In the context of this project we associate OPCs to the polling initiative in which 
stakeholders are asked a number of open and closed questions during the preparation 
of major policy initiatives. Participatory Knowledge for Supporting Decision Making is a 
project whose main objective is to perform a study on how to take into consideration 
inputs from stakeholders gathered through public consultations, and then apply text 
mining techniques for analysing and extracting insightful information. 

 Target Audience 1.4.1

The target audience of this document are all those interested in planning, designing, 
running, and analysing data from Open Public Consultations (OPC). That includes, but 
is not restricted to, all DG units and the Secretariat-General (SG). 

 Existing Tools 1.4.2

It is not a simple task to map all the tools being used by the DGs in order to analyse 
data from OPCs as there is no corporate tool for that purpose. 
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At this stage many of the analyses are being performed manually by reading through 
the answers with no support of a text mining tool. In some cases the amount of data 
available requires that the DGs rely on contractors, consultancy companies, to perform 
some sort of analysis. In other cases, tools such as MS Excel are used, mainly to 
analyse closed questions.   

From the best of our knowledge Doris is the only text mining tool being used to analyse 
data from OPCs. It is managed by DG Connect and currently cannot accept any other 
input but the output generated by EU Survey – an excel file in which each row 
represents the responses of an individual and each column a particular question. 

Doris has already being used to analyse data from about 10 OPCs from different DGs. 
It allows users to analyse data from open and closed questions. It has a dashboard in 
which users can visualize the results of the analysis through some charts. A few of the 
analyses performed by Doris are: 

 Word cloud; 
 Keywords extraction; 
 Sentiment analysis; 
 Top relevant sentences; 
 Clustering algorithm to group question semantically closer; 
 Named entities recognition. 

It makes use of the DG translation service in order to handle the challenge of 
multilingual answers.  Finally, according to DG Connect, Doris is intended to be a 
corporate tool within 24 months. Currently, it has some dependencies and it needs 
some specific knowledge so that it can be customised for specific needs. 

 Data Understanding 1.4.3

Currently the main interest is the analysis of data gathered by OPCs through EU 
Survey. As mentioned above the data from EU Survey are excel files in which each row 
represents the response of an individual, and each column a question.  

There are no limitations to the number of questions asked in the OPCs or to the size of 
the stakeholders’ answers. Workshops have been organized by the SG in order to 
make the DGs aware of the importance of carefully planning the OPC beforehand, 
which can bring some changes in the near future to the structure of the questionnaires, 
such as reduction of the number of open questions, limitation of the number of 
characters for answers to the open questions, etc. 
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2 REQUIREMENTS 

 

This chapter identifies the stakeholders and presents their main needs with regards to 
OPCs. A list of business requirements is presented in details. 

This chapter is organized as follows. In Section 2.1 a list of the main stakeholders of 
the project is provided. All identified stakeholders’ requirements and needs are 
discussed in Section 2.2. 

 

2.1 Stakeholders 

 

The Open Public Consultations have become an integral part of the Better Regulation 
policies and play a crucial role in the policy-making lifecycle. The stakeholders of this 
project are the members of all units from the European Commission who are somehow 
involved with the running process of Open Public Consultations. By involved with the 
running process of OPC, it is meant anyone involved at any stage from the design of 
the OPC questionnaires to the reporting of the results once the analysis of the inputs 
has been performed. This includes the members of the Secretariat-General and all 
DGs involved with OPCs. 

Due to its importance, the SG has being organizing workshops in which members of 
the DGs and other units are invited to discuss the OPCs. A few of the DGs represented 
in the workshops were: DG Move, DG Employment, DG Communication, DG Justice, 
DG Migration and Home Affairs, DG Environment, and DG Connect. In addition to the 
workshops we have been discussing business requirements for dealing with OPCs 
data with DG DIGIT and DG GROW. 

2.2 Requirements 

 

Once identified the project stakeholders, their needs with regards to the OPCs need to 
be gathered and translated into business requirements. In order to do so we have 
taken advantage of the workshops organized by the Secretariat-General in which the 
OPCs were the main focus of the discussion. 

Details on the business requirements gathered after analysing the stakeholders’ needs 
are discussed below. It is worth noting that some of the business requirements refer 
only to open questions as they pose a bigger challenge in terms of data analysis than 
the closed ones.  

 

Req. 01 – Loading data from multiple sources 

Currently the majority of the OPCs run through EU Survey and, therefore, it is critical to 
be able to read the outputs from EU Survey into the proposed tool to analyse the data. 
Additionally, a tool should be able to read in data from other sources such as local text 
or CSV files, social networks, and databases.  

This functionality would guarantee the necessary robustness for a tool intended to be 
the corporate solution for analysing data from OPCs at the European Commission. 
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Req. 02 – Elimination of duplicates 

One of the most discussed needs when analysing data from OPCs was the ability to 
eliminate duplicated data. The proposed tool must be able to identify and eliminate the 
duplicates in the pre-processing stage. Duplicates are a common issue with one of the 
possible causes relating to the submission of a answer multiple times by accidentally, 
or intentionally, clicking on the submission button.   

 

Req. 03 – Identification of campaigns 

Similar to the duplicates, it is quite common to find inputs from different stakeholders 
following the same pattern of answers or even identical answers. To be able to identify 
campaigns is critical to the analysis of data from OPCs. 

During OPCs, organizations, communities, or groups of people can start to mobilize 
people so that they can all reply similarly to the OPCs in order to highlight their interest. 
This sort of mobilization in which a common answer is proposed is called a campaign 
and being able to identify those is one of the business requirements of this project.  

This particular business requirement requires the involvement of the stakeholders in 
order to define precisely campaigns so it can be implemented into the tool. 

 

Req. 04 – Analysis of campaigns  

Being able to identify campaigns, as mentioned above, is critical for the analysis of 
data from OPCs. Unlike the duplicates that need to be eliminated, campaigns are a key 
element of OPCs and need to be analysed and reported in the results. 

 

Req. 05 – Analysis of multilingual inputs (open questions) 

Currently, the European Union has 24 official languages [2] and it is crucial to be able 
to communicate with its citizens in their own languages. That being said, another 
essential business requirement refers to the ability to analyse inputs received in 
different languages so stakeholders from all member countries can make their voices 
heard. 

 

Req. 06 – Identification of key sentences and words (open questions) 

Another key business requirement is the ability to find key sentences and words when 
analysing open questions. Highlighting the most significant sentences and words may 
give some insight into the reasons behind the stakeholders’ opinions and help to better 
understand their perspective, which is the main purpose of the OPCs.  

 

Req. 07 – Sentiment and emotion analysis (open questions) 
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Sentiment and emotion analyses have become quite popular over the last decades. 
Similarly to the identification of key sentences and words it helps to understand the 
stakeholders’ feelings and views on the matter being discussed through the OPC.  

The main output of a sentiment analysis is the classification of opinions as positive, 
negative or neutral whilst emotion analysis focus on a more fine-tuned analysis of 
sentiments in which texts can be classified according to some emotion classes such as  
happiness, anger, sadness, fear, etc. 

Req.  08 – Clustering of similar opinions (open questions) 

Being able to group similar opinions is also one of the business requirements of this 
project. Clustering similar opinions can help understand particularities associated with 
people of similar opinions on a specific topic. When used together with emotion 
analysis, for example, it is possible to detect if people with similar opinions on a topic 
share the same emotions. 

 

Req. 09 – Position papers  

At some OPCs the stakeholders can also share their views about the topic of 
discussion by submitting a position paper to the European Commission. During the 
workshops on OPCs, some DGs have shared their interest in having such papers 
analysed as well.   

 

Req. 10 – Analysis of closed questions 

OPCs are composed of closed and open questions. Even though analysis of the open 
questions are the main interest, due to the complexity to analyse such questions, the 
analysis of closed questions also plays a key role in the OPCs. Therefore, it is essential 
to have mechanisms to allow stakeholders to analyse closed questions (such as 
descriptive analyses, graphs, etc). 

 

Req. 11 – Visualization of the results 

The presentation of the results, once the analysis has been performed, is as important 
as performing the analysis itself. The results need to be presented in a user friendly 
way, regardless of the type of questions (open or closed).  

For the closed questions, the stakeholders should have some degree of flexibility when 
building graphs in order to get to the most relevant aspects of the OPCs. In the case of 
the open questions, the results should also be easily understandable by the users. 

 

Req. 12 – Reporting the results 

Besides allowing users to visualize the results, it is important to be able to put these 
results together in a report. Therefore, being able to download the graphs and outputs 
are one of the identified business requirements. 

 

Req. 13 – Confidentiality  
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Another business requirement refers to the confidentiality and level of privacy when 
manipulating data from OPC. The information being analysed is personal and the tool 
should guarantee the confidentiality of the respondents. 

 

Req. 14 – Minimal human intervention 

Finally, the tool should require the minimum level of human intervention even though 
due to the nature of text mining analysis it would require some intervention. 
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3 BASIC CONCEPTS  AND LITERATURE REVIEW 

 

In this chapter we present the basic concepts associated with the most common text 
mining approaches. We intend to provide a clear definition of these concepts as well as 
discuss in detail the main challenges related to the application of text mining 
techniques in order to analyse inputs from open public consultations. 

Furthermore, this chapter presents an overview of the main text mining applications 
and approaches intended to solve problems similar to the ones we have identified 
when analysing text data from public consultations. 

Finally, this chapter is organized as follows. In Section 3.1 we present a brief 
introduction. The main data transformation techniques used to transform the data is 
discussed in Section 3.2. Section 3.3 covers the main text mining techniques with 
special focus on opinion mining and sentiment analysis. Finally, we give special 
attention to the challenges involved in the analysis of stakeholders’ opinions coming 
from public consultation. 

 

3.1 Introduction 

 

The use of text mining techniques to deal with a number of different problems has 
increased substantially over the last decades. The use of text mining applications, 
initially restricted to academics, has also been attracting great interest from many 
private companies and public organizations as a means to extract knowledge from 
unstructured data gathered through different contact channels. 

The large amount of research, as well as the interest from private companies and 
public organizations, have contributed to the development of the field. Additionally, the 
popularization of search engines and e-market places are also responsible for the 
advances in the area. Big companies put a lot of effort into text analysis in order to get 
ahead of competitors. The proliferation of social networks such as Facebook, Twitter, 
LinkedIn, Instagram and many others, have also played an important role in drawing 
attention to text mining techniques and applications.  

The advances in the area are also demonstrated by the number of applications and 
subfields that have emerged in the recent years. Discussing about text mining itself has 
become more complex due to the number of different applications. As the name 
suggests, text mining refers to the analysis of data in the form of text in order to extract 
knowledge. The main difference when compared to traditional data mining techniques 
lies in the fact that the texts are mostly unstructured which makes it harder to analyse 
when facing large amounts of information. Additionally, natural language may be easy 
for human beings to understand but it is a difficult task computationally.  

The concept of unstructured information comes from the fact that there is no data 
model or pre-defined organization as is the case for posts on social media, open 
answers, reviews, etc. It is worth noting that transforming the unstructured information 
into structured information is one of the most time-consuming steps when applying 
some sort of text mining techniques. There are plenty of techniques to transform the 
data. A few of these techniques will be discussed in detail in the next section. 
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As mentioned above, text mining is quite a general term and throughout this chapter 
we will be focusing on a subfield within text mining called opinion mining or sentiment 
analysis. As it is constantly evolving field targeted by researchers, private companies, 
and public entities, it is quite common to have different terminologies depending on the 
field of research or application. 

There are still quite a few challenges to be addressed when applying sentiment 
analysis despite the constant attention it has been drawing from academics and 
industry in the last decades. Some of these challenges will also impact this project 
such as time consumption, domain of the analysis, multilingual inputs, etc. 

Finally, it is important to highlight approaches used to solve problems similar to the 
ones we are coping with in order to best decide which approach to use. Some papers 
about eRulemaking will be discussed in this chapter. 

3.2 Data Preparation 

 

One of the main challenges when analysing text data lies in the fact that texts are not 
structured data and, therefore, it can be quite difficult to visualize the information and 
draw conclusions. In this context, one of the most important phases when performing 
some sort of text mining analysis refers to the data pre-processing, or transformation, 
phase. 

Data pre-processing is the stage in a text mining analysis at which one of the main 
objectives is to transform the data into a structured piece of information. In other words, 
to get a dataset structured in columns from texts written in natural language, even 
though there is much more to be considered at this phase than only generating a 
structured dataset from pieces of text.  

The analysis of text data means taking into account a number of aspects that are 
intrinsically related to natural language, for example, when analysing feedback from 
stakeholders or consumers, it is important to consider misspellings, language used to 
write the text, synonyms, hyponyms, etc. 

Some of the most widely used pre-processing techniques are described below. Our 
main objective is to provide the reader with a brief description of a few of the main 
techniques used to perform text analysis. It is not our intention to provide an exhaustive 
list of pre-processing techniques neither is our intention to state that the techniques 
listed in this chapter are the best ones when compared to other techniques. In the 
majority of the scenarios the selection of the most appropriate techniques depends on 
a variety of factors such as domain, type of analysis to be performed, etc. 

Data Cleaning 

One of the first and most important steps when pre-processing text data is to clean the 
data before the analysis. By cleaning the data we mean the removal of punctuation 
characters, numbers, special characters, etc. It is also important to keep all the text 
documents or comments to be analysed uniform in terms of capital or lower case. That 
is important as we want to focus on the most important words in the text and, therefore, 
cleaning the data is crucial to accomplish it. 

Stopwords 

Following the idea of focusing on the most relevant words, one of the main tasks in 
natural language text analysis is the removal of stopwords. Stopwords is a well-known 
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term in text mining analysis that refers to commonly used words that do not pose much 
importance to the text being analysed, for example: ‘why’, ‘how’, ‘the’, ‘it’, etc. The 
earliest studies on stopwords removal are from the 50’s. Over the decades a variety of 
stopwords lists have been assembled and made available on the internet.  

The removal of stopwords is a crucial step as the analysis must be focused on the 
important words and messages in the texts. Due to its relevance, it has been targeted 
in a number of research papers. Pre-compiled lists do not take into consideration the 
domain in which the texts have been gathered and, therefore, the lists are quite 
general. Additionally, these sorts of lists are static and may not include emerging words 
which is quite problematic if the text data is collected online as the internet is very 
dynamic in terms of language. 

In order to overcome that limitation it is possible to use a minimal general list of 
stopwords and complement it with words based on the domain of the analysis. The 
main disadvantage associated with that approach is manually building a new list every 
time the domain of the analysis changes.  

Another alternative is to automatically build the stopword list [3] [4] [5] [6] [7]. According 
to [4], the approaches can be divided into two main categories: (i) the ones based on 
frequency of words [5] [6] and (ii) the approaches based on information gain [7]. The 
main advantage of these approaches lie in the fact that there is no need for new lists 
every time the domain changes. On the other hand, a disadvantage may be the fact 
that there not as much control as one would have when creating the list manually.  

The approaches based on frequency of words explore the idea that the frequency of a 
word is inversely proportional to its rank [4]. Some approaches classify as stopwords 
the most frequent words in a text whilst other ones classify the most and the least 
frequent words as stopwords. There are also other approaches based on variations of 
the frequency. 

The other category is composed of approaches based on the concept of information 
gain. Information gain, as the name suggests, states that words hold a different 
“information power” and the lower that power the less important the word. A number of 
metrics have been proposed in order to calculate the “information power” of words [7]. 

POS Tagging  

A challenge that arises when working with natural language text data, mainly in English 
language, lies in the fact that a word may have different parts of speech (POS) such as 
noun, verb, adjective, etc. depending on the context. A few approaches [8] [9] [10] have 
been proposed in order to identify and tag a part of speech as a given word which 
allows us to differentiate words spelled the same way but with different meanings. 

Different techniques have been used for POS tagging words in a text [8] [9] [10]. Once 
again the approach and technique is chosen based on different aspects of the analysis 
such as language, time-constraint, etc. A well-known approach has been proposed by 
the Stanford NLP group [11]. That is a POS tagger implemented in java using a log-
linear approach previously described in two papers [9] [10].   

 Lemmatization 

It is natural when writing a text to use different forms of a word such as “writes”, 
“writing”, “wrote”. In many scenarios it is useful to know that those are variations of the 
same word even when they do not have the same meaning. Lemmatization refers to 
the process of converting inflectional forms of a word into a common base form.  
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Lemmatization alone may bring more problems than benefits when performing some 
sort of text analysis as some inflections with different parts of speech would be treated 
as exactly the same word once it is transformed to its common base form. However, 
once applied POS tagging it is possible to differentiate between words even when 
different inflections are transformed to the same base form. In our previous example, 
“write” and “writing” have the same base form “write” and would be treated the same 
way if lemmatization were to be applied alone. However, using POS tagging it is 
possible to detect if “writing” is a noun instead of a verb, for example, and therefore, 
differentiate between the words.  

Dictionaries 

Another obvious challenge to overcome when dealing with natural language text is the 
fact that different words may be employed to express the same opinion and/or feeling 
such as “it is an awesome idea” and “it is a wonderful idea”. In this case our main 
objective when performing our analysis is to convert words with similar or the same 
meanings, synonyms, into a word representing all synonyms so they will receive the 
same treatment. For example, “great”, “wonderful”, and “awesome” could be converted 
to “great” as representative of the synonyms. 

 

There are a number of other pre-processing techniques that are not covered in this 
section. As mentioned above our main objective is to provide an overview of a few 
important techniques and highlight a few approaches used to implement them when 
performing text mining. In the next section we discuss a few applications used to 
analyse natural language text data with focus on opinion mining and sentiment 
analysis. 

3.3 Text Mining Applications 

 

Text mining refers to the field of research whose focus is to automatically extract 
knowledge from text data or, in other words, written resources. By extracting 
knowledge we mean extract insightful and useful information from texts.  

There are a large number of applications and techniques when it comes to text mining. 
The existing applications can be found in the areas of knowledge management, 
information extraction, opinion mining, and many others. In this section we provide an 
overview of a few text mining applications and techniques with focus on opinion mining 
and sentiment analysis. Once again, our objective is not to provide an exhaustive list of 
text mining applications but to cover a few of them in order to give some insight on 
what has been done in the area. 

One of the most common applications of text mining is to support knowledge 
management. The popularization of the internet created a boom of information easily 
accessible by people and also companies all over the world. Globalization became a 
reality even for small companies and, in this highly competitive market, companies 
needed to organize themselves and collect as much information as possible about 
clients, competitors, and themselves. The enormous amount of data being gathered 
requires appropriate techniques to organize, analyse and extract information from that 
raw text data. In this context, text mining techniques can be applied in a number of 
different ways such as data categorization [12] [13], information retrieval [14] [15], 
pattern recognition, etc.  
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Another application that deserves mention is customer relationship management. 
Given the scenario described above, in order to have advantage over competitors 
companies are required to have solid approaches to handle the data created by their 
client through the different available channels such as e-mails, phone calls, etc. 
Considering such a rich and vast amount of information it is possible to apply different 
text mining techniques to understand customers’ behaviour, prevent churn, maximize 
cross and up-selling, etc. 

Text mining techniques have also being applied with success in the biomedical area. 
The vast number of biomedical text provide a rich source of knowledge for biomedical 
research [16]. Text mining is the ideal option to assist researchers in analysing and 
extracting useful information on a number of different diseases such as cancer [16]. 
Text mining techniques have also being applied to analyse DNA sequence in order to 
identify patterns and to analyse similarities to one another [17].    

The popularization of social networks has motivated and drawn attention from 
companies and researchers all over the world. It is not difficult to imagine that it has 
quickly become the target of a lot of research in the last decades [18]. The analysis of 
comments and opinions posted by users in social networks can bring insights about 
how a brand is performing or helping to better understand the customers’ needs. In this 
context not only social networks provide a rich source of information but e-market 
places and the internet in general. Additionally, not only from a company’s perspective 
but searching for opinions on the internet about a restaurant or a product to buy is quite 
common for many individuals. 

Using text mining in order to extract insightful information and knowledge from text 
data, more specifically from opinions and feedback provided by users has become one 
of the most well-known areas of research related to text mining.  

 Opinion Mining and Sentiment Analysis  3.3.1

The popularization of the internet has contributed to the increase in the exchange of 
information between individuals. People started sharing their views, opinions, even how 
they feel on social networks and web pages. Looking up reviews on the internet about 
a product we want to buy or a restaurant we want to go to has become quite a common 
practice for many people. Leveraging from that rich pool of information, opinions, and 
feelings, started to draw attention from many companies and researchers over the 
world. Knowing how people feel about a product can help companies direct market 
campaigns to the right target audience, can help to improve a brand image, etc. 

The analysis of opinions required new technologies as the amount of available 
information increased in a rapid pace. Around the year 2000 the number of research 
papers focusing on opinion mining and sentiment analysis started to soar [12] [13] [14] 
[15]. That does not mean the beginning of sentiment analysis and opinion mining as it 
has been discussed much before that. However, that meant the consolidation and 
great advances in researches related to opinion mining.  

Even though the first thought that crosses our minds when talking about sentiment 
analysis and opinion mining is about predicting the polarity of an opinion, the area of 
opinion mining is much broader than classifying opinions as positive or negative. 

Besides sentiment prediction, we can highlight a number of important tasks related to 
opinion mining and sentiment analysis such as subjectivity detection. Subjective 
detection intends to predict if a piece of text actually contains an opinion or not [19] 
instead of just classifying the text according to its polarity. It can quite useful when used 
together with sentiment prediction. 
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Feature based sentiment summarization is another relevant task related to opinion 
mining. Similarly to sentiment prediction, the main objective is to predict the sentiment 
in an opinion. However, in this case, the predicted sentiments are associated to the 
features of the product / object being evaluated instead of a general prediction of the 
opinion as a whole [20] [21]. For example, in the case of analysing an opinion about a 
car, the main objective is to predict the sentiment for each feature of a car mentioned in 
the opinion, such as safety, wheels, engine, etc.  

There are also some studies on contradictory opinions whose main objective is to 
identify the main contradictive points in opinions [22]. Additionally, there are a number 
of works on evaluating the helpfulness of opinions and reviews. The main goal is to 
predict how helpful an opinion is [23].  

Finally, once we have analysed a large number of opinions it can be quite useful to 
have some textual information highlighting the findings of our analysis. Text 
summarization for opinions is another important task related to opinion mining [24]. 

There are many other tasks and applications related to sentiment analysis and opinion 
mining opinion retrieval, feature extraction, etc. As mentioned above, in the recent 
years the advances in research focusing on opinion analysis have been quite 
outstanding.  

 eRulemaking 3.3.2

A field that has been attracting great interest in the last years and deserves special 
attention is known as eRuleMaking. Similarly to the objectives of this project, a number 
of works have been proposed to analyse feedback on pending policy or government 
regulation proposals [25] [26] [27] [28]. 

In [25] the authors propose to create a number of text mining tools in order to aid 
agency rule writers on a number of tasks such as organization, analysis and 
management of feedback, studies, and documents associated with proposed rules.  In 
[26] the authors implement a system to extract relevant information from public 
comments on proposed regulations and present the results as a unified output. 

Similarly, the authors in [27]  describe a project in which they develop a number of text 
processing tools for analysing feedback from stakeholders on new rules. The work 
focuses on a number of techniques such as clustering, information retrieval, duplicate 
detection, stakeholder characterization, etc. It also investigates the impact of using text 
mining tools on the rulemaking process. 

Finally, the work developed in [28] studied whether the needs and requirements of e-
democracy could be met by text mining applications. It also aimed to develop toolsets 
to further improve communication with citizens in the context of urban planning. 

Despite the vast number of approach and studies using text mining techniques to solve 
real-world problems, there are still quite a few challenges to be overcome when 
analysing text data. Some of these challenges are described in the next section. 
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3.4 Challenges  

 

The major challenges associated to text mining arise from the complexity of natural 
language itself [29]. Understanding the context in which a sentence was mentioned can 
completely change its meaning. Ambiguity is a big challenge when it comes to text 
mining. Not only sentences but the same word can have different meanings, sarcasm, 
and evolve over time. These are only a few of the many challenges to be overcome 
when performing text mining. 

Focusing on the context of this project it is quite easy to foresee some challenges 
worthy discussion such as multi-language texts and domain specific knowledge.  

Multi-language text 

Each language is unique and, therefore, the same solution cannot be applied 
indistinctly. Ignoring such an important aspect may result in a poor performance. 
Languages have their own grammatical rules, synonyms, and a number of other 
aspects that needs to be taken into consideration when proposing a text mining 
solution for multilingual texts [29]. 

In the literature there are plenty of tools, dictionaries, and algorithms for English but it is 
not easy to find such rich literature about Estonian language, for example. An 
alternative to overcome this challenge could be the automatic translation of the text 
being analysed in the data pre-processing stage. However, it is worth noting that 
automatic translations are not 100% accurate and that could have an impact in the 
performance. 

Domain specific knowledge  

In the same way as languages, the domain has also a major impact on the final results 
of the analysis. The terms used in a specific domain may have a completely different 
meaning in a another domain and cause some major issues when performing some 
sort of analysis. For example, “high interest” may be associated with a good thing when 
talking about movies and similar but would definitely be associated with a bad thing 
when considering banking. Another limitation associated with the domain are related to 
the use of specific terms that can end up being ignored if we do not take it into 
consideration [29]. 

In the case of this project, domain specific knowledge may pose a major challenge and 
there are two alternatives to deal with that. The first one would be to ignore the domain 
at the expense of losing some performance. The second one would be defining a 
methodology so one could provide some domain specific knowledge as input to the 
analysis.  
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4 BUSINESS PROPOSAL 

 

This chapter introduces three different proposals to analyse the stakeholders’ input 
gathered through OPCs: (i) Doris as a text mining tool, (ii) the implementation of an 
entirely new tool, and (iii) commercial off-the-shelf tools. Our main objective is to 
describe the main advantages and disadvantages of each alternative as well as the 
risks and limitations associated to the each one of them. 

The remainder of this chapter is organized as follows. Firstly, we provide a brief 
introduction of the problem to be solved in Section 4.1. Sections 4.2, 4.3, and 4.4 detail 
the proposed solutions and their main advantages and disadvantages. Finally, in 
Section 4.5 we highlight some of the constraints associated with this project. 

 

4.1 Introduction 

 

In this report, we introduced the business requirements and in order to implement an 
approach based on them, it would be essential to discuss in detail what is expected 
from each one of proposed solutions from a stakeholders perspective and how that 
could be implemented in a text mining tool. Even though our proposal is based on three 
different solutions, there are some common tasks shared amongst them that need to 
be performed in order to implement a solution to analyse stakeholders’ inputs from 
OPCs.  

In addition to the common tasks there are also common challenges and limitations 
associated with this project such as multilingual inputs and the need of domain specific 
knowledge as our intention is to have a corporative tool to analyse data from 
consultations about a variety of subjects. 

It is worth noting that there are additional alternatives not described in this chapter. It is 
not our intention to provide an exhaustive list of options as that would turn out to be an 
impossible task. In the next section we focus on Doris as an alternative to analyse 
stakeholders’ input from OPCs. 

4.2 Doris 

 

Doris is a text mining tool designed to analyse data from OPCs. It is managed by DG 
Connect who intends to make Doris a corporate tool within 24 months.  

One of Doris main advantages refers to the fact that Doris is already being used to 
analyse data from different OPCs (see Chapter 1 Section 1.4.2 for more details about 
Doris). 

Once all business and functional requirements have been identified, it is important to 
analyse which requirements have been implemented in Doris and, mainly, whether 
they meet the stakeholders expectation in terms of quality, running time, etc. In order to 
do so, it is possible to use OPCs on different subjects to validate the outputs from Doris 
and propose new implementations when necessary. 
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Given the business requirements identified in Chapter 2, we analyse and present which 
ones have been implemented in Doris.  

 

Table 1. Business requirements implemented in Doris 

Identified Business 
Requirements 

Description Implemented 

Loading data from multiple 
sources 

At its current state Doris is not able to load 
data from any other source but outputs from 

EU Survey. 
 

Elimination of duplicates 
To the best of our knowledge, there is no 

implementation of such functionality in Doris  

Identification of campaigns 
To the best of our knowledge, there is no 

implementation of a functionality to allow users 
to identify campaigns 

 

Analysis of campaigns 
As campaigns cannot be identified, they 

cannot be analysed separately  

Analysis of multilingual 
inputs (open questions) 

Doris is not able to handle multilingual inputs. 
However, this is handled by translating the 

data into English prior to the analysis 
 

Identification of key 
sentences and words (open 

questions) 

Doris can identify key sentences and words 
from the inputs being analysed  

Sentiment and emotion 
analysis (open questions) 

Doris can perform sentiment analysis. 
However, there is no implementation of 

emotion analysis. 
 

Clustering of similar 
opinions (open questions) 

Doris implements a cluster algorithm to group 
together semantically similar answers  

Position papers 
Doris cannot analyse data from position 

papers or any other source but the outputs 
from EU Survey 

 

Analysis of closed 
questions 

Doris allows users to analyse closed questions 
through bar and pie charts and some filters  

Visualization of the results The results are visualized in a dashboard  

Reporting the results 
To the best of our knowledge, there is no 

functionality to allow users to create a report 
based on the performed analysis 

 

Confidentiality 
From the best of our knowledge there is no 

functionalities to ensure the confidentiality of 
the data being analysed 

 

Minimal human intervention 

Doris requires a degree of technical and 
specific knowledge for customising it for 

specific needs. We are not aware of the level 
of intervention necessary to perform the 

customisation of the tool 
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Based on the table above, five out of the fourteen identified business requirements 
have been either implemented or partially implemented in Doris. In order to implement 
all the business requirements, some changes and additional implementations will need 
to be undertaken. It is necessary, for example, to adapt the data loading module of 
Doris so it can work on data from different sources such as local files, new survey 
tools, databases, or even social networks. Additionally, new functionalities need to be 
implemented into the data transformation module so the tool can eliminate duplicates 
and identify campaigns based on some criteria defined by the stakeholders. 

Furthermore, the emotion analysis of OPC inputs also needs to be implemented into 
the tool so the stakeholders can have additional and relevant information on the 
analysis allowing them to draw better conclusions. The analysis of position papers 
submitted during the OPCs is related to the changes into the data loading module. This 
functionality has been discussed during the workshops and a corporative text mining 
tool must be able to perform such analysis. 

Finally, it is essential that the tool aids the stakeholders on the generation of final 
reports by allowing them to download or organize the information into a report. The tool 
should also have mechanisms to ensure the confidentiality of the data being analysed, 
as that may have a huge impact on the European Commission. 

Minimal human intervention and the analysis of multilingual inputs are associated with 
two of the main challenges of text analysis and are discussed in the section 4.5. 

We have defined a methodology for performing a complete analysis of Doris in the 
context of this project and implementing the missing requirements discussed above as 
well as the ones that do not meet the stakeholders’ expectation in terms of either 
quality or running time.  

 Proposed Methodology 4.2.1

In this section we present a brief methodology to develop Doris as the corporate tool 
for analysing data from OPCs. 

 

 

Figure 1. Proposed methodology to analyse and implement missing requirements in Doris 
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Business Understanding 

The objective of this phase is to understand the project objectives and requirements 
from a business perspective, and then convert this knowledge into a text mining 
problem definition. Part of this task has already beendeveloped by this study as we 
have already identified the main business requirements. However, as discussed earlier 
it is necessary a more detailed discussion about the requirements once the 
implementation solution is decided. For example, DGs may have different perceptions 
on how the final results should be presented.  

Analysis of Current Tool – Doris 

In order to turn Doris into a corporate tool for analyzing data from OPCs, it is necessary 
to learn about technical details and analyze the functionalities already implemented in 
order to validate whether or not they fully meet the stakeholders’ expectation.  

Data Preparation  

In this phase, all the data preparation algorithms implemented in Doris are validated 
and adjusted as necessary in order to allow usage of its data in the modeling and 
evaluation phase.  

Implementation and Evaluation 

The main objective of this phase is to implement and evaluate the functionalities and 
models defined as per the business requirements of this project that have not been 
implemented in Doris or have not met the stakeholders’ expectations. One of the text 
mining analysis to be implemented is emotion analysis, which allows the stakeholders 
to learn about the emotions behind the opinions submitted to the OPCs. Another 
functionality to be implemented worth highlighting is the capability to read in data from 
different data sources. 

Tests and Deployment 

In this phase, we perform the appropriate tests on the new developed functionalities. 
Additionally, a deployment plan focused on how to train and introduce the new tool to 
the stakeholders will be defined. 

 Advantages and Disadvantages 4.2.2

As mentioned above, Doris has already being used to analyse data from a few OPCs 
which makes users familiar with the tool and its outputs. Additionally, a few 
requirements have already implemented in Doris, even though, as a corporate tool, it is 
necessary to validate whether these implemented requirements meet the stakeholders’ 
expectation that is an advantage when using Doris as start point. 

Another point in favour of using Doris as a corporate tool for analysing OPCs lies in the 
fact that having multiple tools for the same purpose can be troublesome. For example, 
one might use different tools to analyse data from the same OPC achieving different 
results. It is important to have some standardization when it comes to corporative tools 
in order to avoid redundancy that could cause waste of budget and unnecessary 
complications. 

Currently, one of the main disadvantages associated to using Doris as the corporate 
tool for analysing data from OPCs refers to the small team responsible for managing 
the tool. Even though Doris is already being used there are some requirements that 
need to be implemented into the tool. It can be complicated to perform the changes 
and implement the missing requirements without a team fully dedicated to do so.  
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From a technical point of view, inherited code can be another complication when 
performing changes and implementing new functionalities into a tool.  

 

4.3 New Implementation 

 

In this section we discuss the proposal of an entirely new tool to analyse data from 
OPCs.  

Our main objective is the development of a text mining tool designed and implemented 
entirely focused on the stakeholders’ needs. In order to do so, the proposed tool would 
implement all the business requirements identified in Chapter 2 such as sentiment and 
emotion analysis, clustering of similar opinions, etc. so that the stakeholders would 
have a complete analysis of the inputs from OPCs. 

The proposed tool would be composed of 4 main modules: (i) data loading, (ii) data 
preparation, (iii) text mining models, and (iv) visualization. The data loading module will 
be responsible for the functionalities regarding the data inputs for the analysis. As we 
have identified, being able to analyse data from multiple sources is a requirement of 
the tool. The data preparation module is the one in which all algorithms used to 
transform the data, are implemented. As discussed in Chapter 3 Section 3.2, preparing 
the data prior to the analysis is an essential phase in the analysis of text. Some of the 
algorithms implemented in this module include, but are not restricted to, parsing, 
correction of spelling errors, dictionaries, stemming, removal of stop words, etc. 

In the third module, namely text mining models, all the text analyses identified in 
Chapter 2 are implemented. The sentiment and emotion analysis is one of the main 
analyses to be implemented. The identification of key words and sentences, and 
clustering of similar opinions are also implemented in this module. The visualization 
module is where all the graphical aspects of the tool are implemented. The results of 
the analyses performed by the algorithms implemented in the text mining models 
module will be displayed in a friendly and interactive way so that the stakeholders can 
benefit the most from it. For example, the stakeholders will have the ability to focus 
only on the analysis of the campaigns. 

It is also important to highlight that data confidentiality is a key business requirement 
and will be contemplated in the proposed tool as well as the analysis of position 
papers. Additionally, the multilingual inputs and minimal human intervention will guide 
the whole development of the tool. However, as two of the main challenges associated 
with text analysis, we discuss them in the section 4.5. 

We have defined a methodology with focus on the analysis of open questions, as it 
poses a big challenge, instead of focusing on the analysis of closed questions or 
software aspects, as previously discussed. In the next section we present a 
methodology to develop the main aspects related to the text mining approach used to 
analyse OPCs’ text data. The proposed approach covers all the necessary steps and 
tasks needed to analyse the data from OPCs. The figure below illustrates a few of the 
tasks defined in our methodology such as text mining treatment of the data, text mining 
models (sentiment and emotion analysis), and the conclusions of the analysis. 
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Figure 2. Overview of the workflow when analysing text data 

 

 

 Proposed Methodology 4.3.1

The proposed methodology is based on the CRISP-DM (Cross Industry Standard 
Process for Data Mining) methodology. This methodology is one of the most commonly 
used standard process in both academic and industrial fields, and provides a solid 
framework for data and text mining projects. It is composed of six main phases: 

 

 

Figure 3. Methodology to implement a new solution to analyse OPCs text data 

 

The main phases are described as follows. 

Business understanding 

The objective of this phase is to understand the project objectives and requirements 
from a business perspective, and then convert this knowledge into a text mining 
problem definition. Part of this task is already developed by this study as we have 
already identified the main business requirements. However, as discussed earlier a 
more detailed discussion of the requirements is necessary once the implementation 
solution is decided .  
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Data linguistic understanding 

In this phase an analysis of the data available for the analysis is performed. The main 
objective is to understand the type of information contained in the texts, ensure the 
quality of the data and the viability of the analysis. 

The main analyses performed in this phase are as follows. 

 Completeness: the volume of documents and variation in words must be 

sufficient to allow reliable analysis. 

 Quality: the words used for the analysis must be grammatically correct. 

 Business perspective: the most frequent terms are analysed to validate quality 

from a business perspective. 

 

 

Figure 4. Frequency of the terms present in the text being analysed is an important tool to 
validate the quality of data from a business perspective 

 

Data preparation 

In this phase we define a number of tasks to transform the original text into a dataset 
that can be used as input to text mining models. The mains tasks described in this 
phase have been discussed in the previous chapter (see Chapter 3 section 3.2 for 
details).  

The steps to transform the corpus are (i) elimination of stop words, (ii) correction of 
spelling errors, (iii) lemmatization and POS tagging, and (iv) the use of dictionaries.  

 

 

Figure 5. Synonym dictionary and domain specific dictionary are essential when analysing text 
data 
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Modelling 

This phase consist of applying the text mining models in order to accomplish the main 
objectives defined for the project. In the case of this project the main analyses are as 
follows. 

1. Sentiment analysis to classify opinions as positive, negative, or neutral; 

2. Emotion analysis based on Plutchik wheel which summarizes opinions based 

on 8 emotions (and combinations); 

3. Clustering analysis grouping together similar opinions; 

4. Identify key words and sentences. 

 

Figure 6. Example of a word cloud highlighting the key words 

 

Evaluation 

In this phase some analyses are performed to ensure the quality of the generated 
models. It runs parallel to the modelling phase. All analyses and results of the 
execution of algorithms are tested to ensure statistical validity and check that they 
make sense from a business standpoint. Descriptive models can be used to make 
more specific analyses and draw better conclusions. 

Deployment 

Deployment consists of implementing the algorithms described previously into a piece 
of software so it can be used as a text mining tool. 

 Advantages and disadvantages 4.3.2

One of the main advantages associated with this proposed approach is the freedom to 
decide how the tool will be implemented and how the results will be presented. 
Additionally, the same team will be responsible for the whole implementation of the tool 
which eliminates possible complications related to code inheritance. Finally, another 
advantage is the performance validation of all proposed components as they are 
implemented.  

This solution proposes a new tool which would require some training and adaptation. 
This is a disadvantage when compared to the use of Doris. Having more than one text 
mining tool for the same purpose can also be seen as a disadvantage when compared 
to the previous alternative.  
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4.4 Commercial off-the-shelf Tools  

 

Our third alternative to analyse stakeholders’ inputs to OPCs is to use a commercial 
off-the-shelf text mining tool. As it has been discussed in chapter 3, text analysis has 
been attracting great interest from industry and academia over the last decades. In 
order to take advantage of this growing demand for text mining solutions many well-
known companies added to their commercial tools modules focusing on the analysis of 
text.  

The number of commercial tools has greatly increased over the last years. The 
available solutions vary in terms of implemented algorithms, data input, graphical 
interface and many other aspects. In this chapter we focus our analysis on three 
different solutions: SPSS, SAS, and NVivo.  

SPSS and SAS are well-known software packages and have been chosen due to their 
solid reputation. Both have been in the market for over 45 years. SPSS is a software 
package widely used by academics and in industry for statistical analysis. Currently it is 
developed and maintained by IBM corporation. 

SAS is also widely used for a variety of tasks such as advanced analytics, statistical 
analysis, predictive modelling, and more recently text analysis. It is developed and 
maintained by SAS institute.   

NVivo is developed by QSR software. It is not as well-known as SPSS and SAS but 
has been used across many countries.  It has also been used in one of the workshops 
held by the European Commission on OPCs and, therefore, it is also analysed in this 
report. 

Similarly to the analysis we have performed with Doris, we use the identified business 
requirements for analysing whether they are covered by the three solutions.   

 

Table 2. Requirements implemented in the commercial tools 

Identified Business 
Requirements 

SPSS SAS NVIVO 

Loading data from multiple 
sources    

Elimination of duplicates    

Identification of campaigns    

Analysis of campaigns    

Analysis of multilingual 
inputs (open questions)    
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Identification of key 
sentences and words (open 

questions) 
   

Sentiment and emotion 
analysis (open questions)    

Clustering of similar 
opinions (open questions)    

Position papers    

Analysis of closed 
questions    

Visualization of the results    

Reporting the results    

Confidentiality    

Minimal human intervention    

 

According to the table above, the main difference between SPSS and SAS, in terms of 
business requirements already implemented, in in the analysis of position papers and 
reporting the results. SAS allows users to use PDF and MS Word files as input to the 
analysis and, therefore, position papers can be analysed as any other data. On the 
other hand, SPSS has a friendly graphical interface allowing users to easily export the 
results of the analysis to a report. 

The main advantage of NVivo, when compared to SPSS and SAS, is the ability to load 
data from a number of different sources such as online surveys, Facebook, Twitter, and 
so on. The main advantages and disadvantages of using a commercial off-the-shelf 
tool are presented in the next section.  

 Advantages and disadvantages 4.4.1

The main advantage associated with the use of a commercial tools lies in the fact that  
there is no implementation required, as the tool of choice comes ready to be deployed 
and used by the stakeholders. Additionally, most of the commercial tools have a solid 
team behind their platforms which would guarantee certain stability and quality 
standards in terms of available functionalities. 

However, a major disadvantage is the closed scope of the commercial tools. They are 
intended for general purposes and usually do not have all the necessary requirements 
already implemented. Finally, another major drawback when using commercial tools 
such as SPSS and SAS is the high level of expertise needed in order to get the most 
out of the tool.  
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4.5 Constraints 

 

Even though minimal human intervention has been identified as one of the business 
requirements of the project, analysing text data requires from users information with 
regards to the domain of the analysis. As described in the previous chapter (see 
chapter 3 section 3.4 for details), one of the main challenges associated with the 
analysis of text refers to domain specific knowledge.  

The open public consultations cover a large variety of subjects and domains. In order 
to achieve satisfactory results when analysing text data from OPCs, it is essential to 
provide dictionaries with the main terms and jargons used in that domain. Additionally, 
it is important to periodically review the outputs of the analysis so that the text mining 
models can be tuned.  

Similarly, another constraint associated with this project lies in the fact that texts can be 
written in over 20 different languages. The best solution for this, in terms of feasibility is 
to automatically translate the input texts into a common language, such as English.  

However, there are errors associated with the translation process, and there will be 
some information loss as specific expression in one’s own language may be distorted, 
simplified, or lost in the translation process. 
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5 CONCLUSIONS 

 

In this report we have introduced our main objective as the identification of the DGs 
main needs with regards to the analysis of inputs provided by stakeholders through 
Open Public Consultations (OPCs) and study of how text mining approaches can be 
used to perform these analyses. 

After meetings and workshops we were able to identify 14 needs that have been 
translated into business requirements. In Chapter 2 we provide a brief description of 
the business requirements we have identified throughout this project. 

Additionally we have presented an overview of the main concepts behind text mining 
applications and a few approaches used in the literature to solve similar problems such 
as eRuleMaking.  

At last, we have identified three main alternatives to handle the analysis of 
stakeholders’ input on OPCs: (i) to use Doris as a start point, (ii) to develop an entirely 
new text mining tool, and (iii) to use commercial off-the-shelf tools. 

We have briefly described the three proposed alternatives highlighting the main 
advantages and disadvantages of each one of them. Given the context and business 
requirements, the use of commercial off-the-shelf tools seem to be the last option as 
these tools usually do not have all the analyses we need to analyse data from OPCs 
implemented. On the other hand, using Doris as start point and developing a 
completely new tool seem to be both quite reasonable approaches with solid 
advantages and disadvantages associated with each one of them. 

Doris already has some of the needed functionalities implemented and could benefit 
from the fact that the tool is already being used in a number of OPCs. The 
development of new functionalities can be troublesome as DG Connect does not seem 
to have a team big enough to assign to the adaptation of the tool and its plan to 
transform Doris into a corporative tool within 24 months may not be ideal given that 
analysing data from OPCs is already a reality. 
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