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1. INTRODUCTION  

1.1. Context  

In its day-to-day work, the Commission is responsible for defining and implementing new policies, 

drawing up new legislation proposals, while conducting prior impact assessments, etc., in more 

than 30 different policy areas. In addition, the Commission also defines its internal strategy to grow 

as an organisation and to run on a daily basis.  

As stated by the Communication on "Data, Information and Knowledge management“, the 

challenges faced by the EU today require fast and effective solutions from the Commission. This 

results in the need for a modernization of the Commission’s ways of working, and a strong need 

for strategic use of data, information and knowledge. In this context, DIGIT is prominent in some 

of the actions indicated in the work programme adopted by Information Management Steering 

Board (ISMB), the governance body resulting after the adoption of the Communication. In 

addition, the interim report of the IMSB has established a need to further develop and implement 

a business intelligence strategy and data analytics capabilities for the Commission during the next 

two years.   

In this context, DIGIT has been working extensively in providing, among others, knowledge 

management and collaboration tools and methodologies, in the development of frameworks for 

data management and data interoperability, and in contributing to the enhancement of the data 

analytics capabilities of the Commission through execution of pilot projects and studies. 

Open Public Consultations offer a means to the European citizens to provide their feedback on 

European regulation and the working of the Commission. Despite the large amount of opinions, 

needs and preferences expressed by citizens, governments' decision making processes are so far 

still not able to fully consume this unstructured and dispersed knowledge in order to extract 

meaningful knowledge and use it as input to decision making. 

The DORIS aims to provide a more accurate analysis and a more tailored visualisation of the results 

of Open + 

 Consultations. The tool was initially developed by DG CNECT and handed over to DIGIT to be 

provided as a corporate service for the DGs of the Commission.  

The generalization of the DORIS tool, developed by DG CNECT, was already performed by DIGIT 

in order to make it available to Member States' public administrations willing to process 

stakeholders consultations. Nowadays, DORIS can process results of surveys coming from 

EUSurvey and Better Regulation Portal. It allows users to analyze data from open and closed 

questions, and offers a dashboard through which users can visualize the results of the analysis. 

At the current moment, after several years of providing services, the strong need for such a data 

analytics tool has been apparent, and the existing DORIS system has generated expectations 

between DGs. However, the current system has arrived to a limit in terms of scalability, operability 

and maintainability, and as a result of that, the redesign and new implementation of the system is 

required. 

1.2. Objectives 

The purpose of this document is to support DIGIT with the development of  DORIS+. In particular, 

this document will describe the prototype of the visualisation component of DORIS+. The 

document contains an outline of the two consultation dashboards, a walkthrough on the usage of 

the dashboards and a description on the different visualizations and backend configuration. 

The document can be used to support the maintenance and further development of the DORIS+. 

2. STAKEHOLDERS 

• The Directorate General for Informatics (DIGIT) as system supplier; 

• Secretariat-General (SG) as the system owner; 
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3. FUNCTIONAL OVERVIEW BASED ON THE USE CASES 

The goal of this chapter is to provide a functional overview of the visualization components. The 

functional coverage of the prototype is mapped based on use cases, which are documented in the 

D01.01 deliverable. In this deliverable, use cases are organized by summary use cases and for this 

document all summary and sub- use cases around visualization are in scope. For the details on the 

use cases, please refer to this Confluence page. 

DORIS+ will offer standard dashboards visualizing the results of the different analyses. In addition, 

users are to interact with the dashboard and to look deeper into the analysis results.  DORIS+ 

provides the users with self-service BI giving users the option to adapt and create new dashboards 

including adding/removing different representations, making adaptions to charts, such as changing 

colours/label/titles with Kibana as the only limitation. 

3.1. UC-07.00 Visualise analysis results 

3.1.1. UC-07.01  Provide overview of available analysis results 

The ‘Consultations Overview’ dashboard provides a list of all available consultation with 

information on the amount of users by type and country. 

3.1.2. Visualise results in charts 

As one can read below, various visualizations represent the data: geographical map, data tables, 

bar charts, heat maps, word clouds and number boxes. Most of these visualizations can be found 

in the dashboard on one specific consultation. 

3.1.3. Represent data by number or percentage 

Most of the information is represented by number but Kibana offers functionality to change this to 

a percentage when desired. The user can change this behaviour in his own environment if the user 

has the rights to create visualizations (see deliverable D05.02 for more information on user 

management). 

3.1.4. UC-07.05 Adapt type of chart 

The user can change charts in his own environment if the user has the rights to create visualizations 

(see deliverable D05.02 for more information on user management). 

3.1.5. UC-07.06 Filter analysed data  

By using the drop-down filter (see ‘Consultation search form’) or by selecting several data 

components, any user can change the data selection in any dashboard. 

3.1.6. UC-07.07 Cluster similar data 

To have a better view on free text responses, keyword extraction is done on all free text. In Kibana 

word clouds visualize keywords where a keyword is bigger if it is more frequent. This allows the 

clustering of similar data and pattern extraction in responses. 

3.1.7. UC-07.10  Save dashboard 

The user can change dashboards in his own environment if the user has the rights to create 

dashboards or even share them in their team if a tenant environment is foreseen for them (see 

deliverable D05.02 for more information on user management). 

3.1.8. UC-07.11 Explore raw data 

User can download data from several visualizations or they can be explore full feedbacks if they 

have access to the ‘explore’ functionality in Kibana (see deliverable D05.02 for more information 

on user management). 

https://citnet.tech.ec.europa.eu/CITnet/confluence/display/DATATEAM/D01.01+Detailed+use+cases+analysis%2C+with+UML+diagrams


                  Consulting services on data analytics services applied to surveys and citizens feedbacks - Environment 
orchestration, automation, guidance and support on consultations D01.01 

Date: 24/08/2020                                                                                          12 / 98          Doc. Version: 
1.0                                     

3.2. Next steps 

Kibana is ready to use in a production environment although improvements can be made by 

providing a user interface around it and have integration with EU Login to allow easy access 

management. 

 

4. FUNCTIONAL OVERVIEW 

The goal of this chapter is to provide a functional overview of the pre-processing and processing 

components. The functional coverage of the prototype is mapped based on use cases, which are 

documented in the D01.01 deliverable. In this deliverable, use cases are organized by summary use 

cases and for this document, all summary and sub-usee cases around ingestion, pre-processing, 

statistical analysis & qualitative analysis are in scope.  

The summary use cases are used to divide into chapters. For each summary use case, all relevant 

sub-use-cases are listed together with a brief explanation of how they are implemented in this 

prototype. For the details on the use cases, please refer to this Confluence page. 

4.1. Ingest surveys for analysis 

The main objective of the DORIS+ system is to enable an analysis of citizen’s feedback provided 

on European Commission Open Public Consultations. One of the main requirements for the system 

is to ingest available OPCs and position papers from the two most used sources of citizen feedback, 

BRP and EUSurvey, for analysis. The modular design of DORIS+ allows extending the scope of 

DORIS+ to the analysis of other survey sources as well in the future. 

4.1.1. UC-03.01 Ingest finalized OPCs from BRP and EUSurvey for analysis 

The prototype has a trigger, which can be called at any frequency (daily to hourly), that loads all 

new consultations from the source systems. The prototype fully implements this use case. 

4.1.2. UC-03.02 Ingest intermediate results from ongoing OPCs 

The prototype has a trigger, which can be called at any frequency (daily to hourly), that loads all 

new feedbacks from the source systems. The prototype fully implements this use case – however, 

in order to process intermediate results, they need to be published by the source systems as well. 

4.1.3. UC-03.03 Ingest other survey sources for analysis 

The prototype is easily extendible with more sources but at the moment of writing, only BRP and 

EUSurvey are in scope. 

 

4.2. Pre-process data 

When new data is ingested in DORIS+, the system executes several pre-processing steps to prepare 

the data for qualitative analysis, as this requires additional data from different pre-processing steps. 

The results from pre-processing will provide users with extra information about and insight into 

the responses.  

4.2.1. UC-04.01 Detect original language 

AWS Comprehend detects the original language of attachment and free text feedbacks. The 

prototype fully implements this use case. 

4.2.2. UC-04.02 Translate to English 

eTranslation translates attachments and free-text responses. The prototype fully implements this 

use case by using this service. At this moment all European languages are supported and the engine 

for general language is used which is recommended since the feedback is mostly coming from 

citizens and do not require a domain-specific translation. 

https://citnet.tech.ec.europa.eu/CITnet/confluence/display/DATATEAM/D01.01+Detailed+use+cases+analysis%2C+with+UML+diagrams
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4.2.3. UC-04.05 Detect campaigns and duplicates 

This prototype does not implement campaign detection on a question or consultation level. 

Duplicate responses on a question level are aggregated in the visualization tool. 

 

4.3. Perform statistical analysis 

DORIS+ provides aggregated results to questions and consultations including: 

- Amount of respondents 

- Amount of respondents per type of interviewee 

- Amount of respondents per country of origin 

The aggregation happens in-memory in the visualization engine and pre-aggregation is avoided as 

much as possible to keep flexibility in the data model and options to aggregate. 

4.4. Perform qualitative analysis 

Similarly, to the original DORIS, DORIS+ performs a number of qualitative analysis techniques, 

such as keyword and entities extraction and sentiment analysis. 

4.4.1. UC-06.01 Extract keywords and entities 

Entities and keywords are being extracted using AWS Comprehend. For every free text response 

and attachment, a list of keywords and entities is created and stored in the reporting database.  

4.4.2. UC-06.02 Analyse linkages between keywords 

The linkage between keywords is not analysed upfront as the user needs to decide how responses 

need to be linked. However as keyword and entities are stored, similarities between text can be 

found by visualizing word clouds or filtering on certain keyword or entities resulting in the 

feedbacks or attachments that contain this keyword. 

4.4.3. UC-06.04 Perform sentiment analysis 

Sentiment analysis is performed with AWS Comprehend to classify each free text response in 

positive, neutral, negative or mixed. There are two remarks to take into account when analysing 

the result: 

1. Sentiment analysis is subjective and even hard for humans in some cases. Therefore, 

individual results might be wrong. 

2. Sentiment analysis on question feedback only makes sense if the question queries the 

sentiment of the responder. However, in DORIS+ all free text feedbacks are analysed for 

sentiment. This means that the sentiment might have no value if a factual question is asked 

or the question seems to reverse the sentiment, for example: 

a. Question: “Which different tools are used in your job?”  

Answer: Heavy machinery and forklift trucks. => Sentiment does not apply here. 

b. Question: Do you think child labour should be strongly prosecuted?  

Answer: Totally, child labour is very bad! => This person expresses a negative 

sentiment on the question that child labour should be prosecuted, but the answer 

itself is actually positive as the persons agree to the question asked. 

However, for questions that are asked in the right way, it is noticed that on an aggregated level, the 

sentiment gives a very good direction in the general feeling on the topic and therefore is a useful 

feature. It is only when you go down to individual responses that sentiment analysis is less useful, 

however, if the user is looking at individual feedbacks, then he/she is also able to determine the 

sentiment by reading the actual feedback. 
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5. ARCHITECTURE 

This chapter provides an overview of the architecture and the specific components used to deliver 

the functional requirements of Doris+. 

 

5.1. Overview 

AWS offers a wide variety of storage, network and processing services. The Doris+ architecture 

consists of the following storages and processing services within two different part of  an ETL 

flow: 

• Storage: documents are stored in AWS S3 and feedbacks in AWS DocumentDB. 

• Processing: AWS Step Functions, AWS Lambda, AWS Batch, AWS ECR, AWS 

Comprehend and AWS API gateway.   

 

The two different parts of the ETL flow are the following: 

• Analysis: This ETL enables the full processing of raw feedbacks received incrementally 

in AWS DocumentDB to final enriched outputs with key NLP feature (Sentiment analysis, 

etc.). The result is stored back in AWS DocumentDB. 

• Reporting: This ETL enables the full load of the newly received and enriched feedbacks 

to  AWS Elastic Search, where they will be queried by the visualisation tool, Kibana. 

  

5.1.1. Analysis ETL flow 

 

AWS Step Functions, Lambda and Batch functions orchestrate and scale the processing, while 

AWS Comprehend is responsible for Natural Language Processing. The functional aspect of the 

tools is articulated in this architecture as described in the following graph. In addition, the European 

Commission's custom translation tools eTranslation is used for natural language translation. 
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Figure 1 Doris architecture - Part 1 

* 10000 IDS jobs for open questions, and 10 consultations for file upload 

*text snipped for open question and text snipped + attachments encoded in base64 for attachment. 

  

The AWS step function analysis orchestrates the ETL flow, starting the different tools in parallel 

or sequentially. The Serverless orchestrator also allows you to track the input, output and status 

between the different services in use, and pass it through the output from one service to another. 

AWS Lambda is a serverless computing tool that performs short ( <15 min) trigger-based 

calculations. Serverless means that it is a fully automated administration: AWS Lambda manages 

the computing infrastructure to execute your code. The only configuration required is the code to 

run and the trigger to run the code. In this case, the triggers of this function are the step function 

and the translation endpoint of the API gateway.    

The processing takes place in AWS Batch. AWS Batch dynamically provisions and scales 

instances of Amazon EC2 to run multiple images of the feedback processing (called jobs). Each 

job runs based on a specific ‘job definition’ specifying the job environment requirement as well as 

the command to run upon execution. Each job enters a queue and is executed in parallel within the 

limit of available computing power. The batch job can execute several types of container images 

(such as Python, Ruby, and so on) stored beforehand within AWS ECR.  For Doris+, feedback 
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processing is divided into batches of 1000 ids for open questions and 10 consultations for file 

uploads. 

AWS Comprehend is a natural language processing service from Amazon. Although the tool offers 

a huge variety of features, it fulfils five different functions in Doris+: detect the language, extract 

topics, extract entities, extract key phrases and sentiment analysis. Doris+ batch jobs call the 

synchronous API for each feedback and for each service it requires. 

To meet language coverage and integrate within the EC landscape, Doris+ uses the EC's 

eTranslation tool. eTranslation is an asynchronous translation API that translates documents into 

all official European languages. Asynchronous method calls are a design template in which, when 

the translation is sent to their services, they inform the reception and send the translation to an 

HTTP endpoint. To receive and process the translation, a combination of AWS API Gateway and 

AWS Lambda processing is used to store the translation back in Doris+ AWS DocumentDB. 

 

5.1.2. Reporting ETL flow 

 

 

Figure 1 Doris architecture - Part 2 

AWS Step Functions also orchestrates the last part of the ETL flow, the reporting. Its starts the 

different tools in parallel or sequentially with the goal to load processed feedback to AWS 

Elasticsearch. The orchestrator combines step functions with AWS Lambda and retrieves batches 

of 1000 identifiers loaded in AWS S3 in the previous step. The step function will then trigger AWS 

Batch, which retrieves the processed feedbacks from DocumentDB and loads it to AWS 
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Elasticsearch, a part of AWS ELK. The ELK stack is an acronym of three open-source tools: 

Elasticsearch, Logstash, and Kibana. 

Elasticsearch is an open-source, RESTful, distributed search and analytics engine built on Apache 

Lucene. It has built-in Kibana capabilities and allows to Store, analyses and SQL querying data 

while supporting schema-free JSON documents. The main goal of the tools is to be the database 

used by Kibana to quickly querying data required for the visualisation.   

Kibana is an open-source data visualization tool used by DORIS. Kibana provides interactive 

charts, pre-built aggregations and filters, and geospatial support. 

5.2. Storage Components 

There are three places where data is (temporarily) stored in this processing engine for different 

reasons: AWS DocumentDB, AWS S3 and AWS Elasticsearch. In DocumentDB, data is loaded 

by the processing engine after it was stored from the source extractions. Depending on the type of 

question of the feedback, additional services and storage will be used to store (intermediate) results 

in the processing. AWS S3 is used for specific purposes only as explained below. All processed 

feedbacks will finally be stored in Elasticsearch to be visualized by Kibana. 

The relevant and reusable code snippets can be found in doris-python-code/shared/connectors/: 

• documentdb_connector.py 

• elastic_connector.py 

• s3_connector.py 

Every code script or Lambda function that reads or writes data to these databases makes use of the 

below connector classes. The connections are managed by Application.py in in doris-python-

code/shared/config. 

5.2.1. AWS S3 

Doris uses 2 buckets on AWS S3 for storing (intermediate) results: “doris-attachments” and 

“feedbacks-processing”. Other buckets are backups of the data stored in DocumentDB and the 

bucket “codepipeline-eu-west-1-818570815782” is used for the code pipeline of the code 

repository. 

In doris-attachments all the original attachments (.pdf, .docx …), extracted text files (.txt) and 

translated text files belonging to feedbacks of question type FILE_UPLOAD are stored. If an 

extracted file without English translation is discovered, it is also translated during the processing 

and stored in the right place afterwards. 

Structure in doris-attachments: {consultation_alias} / {ExtractedFiles || UploadedFiles || 

TranslatedFiles} / {feedback_id} / file_name.txt 

In feedbacks-processing there are two folders used in the processing: “to-be-processed-ids” and 

“topics-detection-jobs”. 

The first folder is used for the general orchestration of dividing ids of feedbacks for the different 

batches to be processed in different containers per question type. 

The topics-detection-folder, on the other hand, is used as a staging ground for topics detection jobs. 

These jobs are for analysing the text of attachments (FILE_UPLOAD). Here the English text files 

are stored per consultation as an input for one job. The output is also first stored here and then 

extracted and processed in the feedback itself in the field attachment_topics.  

5.2.2.  AWS DocumentDB 

Following collections are found in DocumentDB: 'consultations', 'feedbacks',  

'feedbacks_processed',  'feedbacks_staged',  'feedbacks_staged_attachments',  

'feedbacks_translated', 'feedbacks_translated_attachments' and 'monitoring'. 

For consultations, feedbacks and feedbacks_processed the data model is the same as the one 

provided by Everis through the ETL flow where feedbacks_processed contains the extra text 

analysis fields like sentiment and key phrases. Therefore, they will not be listed again here. 
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The other collections are used in the processing of the feedbacks. 'feedbacks_staged',  

'feedbacks_staged_attachments',  'feedbacks_translated', 'feedbacks_translated_attachments' are 

staging/intermediate collections for the translations with the eTranslation service because 

translations do not happen instantly. After the translation phase, these feedbacks are combined 

again and further processed and stored in feedbacks_processed. The collections 'feedbacks_staged' 

and 'feedbacks_staged_attachments' have the same data model as ‘feedbacks’ and therefore will 

not be listed here again. The 'monitoring' collection is related to the steps functions. In order to 

register the last runs and the results of those. The collections in bold have an updated data model, 

included below, that is different from the data model provided in earlier documentation of Doris+. 

Table 1: Overview of DocumentDB collections 

collection explanation 

consultations see consultation collections ETL. Reference 
Confluence 

feedbacks see feedbacks collections ETL Reference 
Confluence 

feedbacks_processed see feedbacks collections ETL with possible text 
analysis fields Reference Confluence 

feedbacks_staged intermediate staging collection, data model see 
feedbacks collections ETL Reference Confluence 

feedbacks_staged_attachments intermediate staging collection, data model see 
feedbacks collections ETL Reference Confluence 

feedbacks_translated Storage collection of eTranslation results for 
free_text 

feedbacks_translated_attachments Storage collection of eTranslation results for 
file_upload 

monitoring used to register the last runs and the results of 
Steps orchestration functions. It is updated by 
‘lambda_process_done’ 

  

Table 2: Monitoring collection fields 

Field name example type explanation 

_id ObjectId('5ea97d8fe914045
71d2b17e0') 

objectId standard field 

run_id 2ba90eaa-788f-6490-ee26-
af9afec7850c 

string id or name given when starting 
execution of Step function 

type FREE_TEXT_EMPTY string type of feedback and content (empty 
or not) 

upload_start_date datetime.datetime(1900, 1, 
1, 0, 0) 

date date of earliest possible feedback 

upload_end_date datetime.datetime(2020, 4, 
7, 5, 22, 9, 729000) 

date date of latest uploaded feedback to be 
processed 

run_start_date datetime.datetime(2020, 4, 
29, 13, 12, 37, 739000) 

date start date of the run 

number_items 95396 integer number of feedbacks included in the 
run 

result PARTIAL_LOAD_SUCCEED_P
ART_1 

string fail or succes message 
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run_end_date datetime.datetime(2020, 4, 
29, 13, 25, 45, 447000) 

date end date of the run 

  

Table 3: feedbacks_translated collection fields 

Field name example type explanation 

_id ObjectId('5ea97d8fe91
404571d2b17e0') 

objectId standard field 

text Deze zaken zouden bij 
het individu moeten... 

string text to beTranslationd 

status TRANSLATED string indicates if text was 
translated 

time_sent datetime.datetime(202
0, 4, 24, 8, 36, 22, 
452000) 

date time of sending 
translation request 

request-id 20956402 string request id of the e 
translation service 

target-language EN string language in which it 
needs to 
beTranslationd 

translated-text These issues should lie 
in the individual... 

string the actual translation 

external-reference 5e70a93455bae806248
48626 

string the object id of the 
feedback, for joining 
the text and feedback 
again 

time_received datetime.datetime(202
0, 4, 28, 8, 16, 52, 
166000) 

date time of receiving 
translation from 
eTranslation 

  

Table 4: feedbacks_translated_attachments fields 

Field name example type explanation 

_id ObjectId('5ea97d8fe91404
571d2b17e0') 

objectId standard field 

text_base64 Y2VydGFpbmVzIG1lc3VyZX base64 
string 

text encoded in base64 

status TRANSLATED string indicates if text was translated 

time_sent datetime.datetime(2020, 4, 
24, 8, 36, 22, 452000) 

datetime time of sending translation 
request 

request-id 20956402 string request id of the e translation service 

target-
language 

EN string language in which it needs to 
beTranslationd 

translated-text-
base64 

MSBQcmVzaWRlbnQgRnJh
bmsgTW9yZWVscyBWa 

base64 
string 

the base64 encoded translation 

translated-text These issues should lie in 
the individual... 

string the actual translation 
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external-
reference 

350280_OpenPublicConsul
tationCCDEvaluation/Extra
ctedFiles/ 

5d80e482cfb1a19d046978
d9/EXT_pdf_Bausparkasse
nverb_nde 

_opinion_CCD_evaluation.t
xt 

string the path of the unique original text 
.txt file, for joining the text and 
feedback again 

time_received datetime.datetime(2020, 5, 
11, 14, 20, 46, 866000) 

datetime time of receiving translation from 
eTranslation 

  

5.2.3. AWS Elasticsearch 

After all feedbacks have been processed, they are stored in Elasticsearch. This is done in the 

reporting part of the step functions. The data is filtered so that only relevant data for visualisation 

and analysis is saved under the index ‘feedbacks’. Kibana uses this index to visualize consultations 

and feedbacks based on the fields below. 

Table 5: feedbacks index data model Elasticsearch 

Name example type explanation 

_id 332885_5d95ff4acfb1a19d048
26146_091 

string  a new composed id (unique identifier) in 
the format: 
<consultationId>_<feedbackId>_<questio
nOrder> to avoid duplicates (with diferent 
objectId) when loading from DocumentDB. 

_index feedbacks string name of the index in elasticSearch 

_score 0 string standard field in Elasticsearch index 

_source   string standard field in Elasticsearch index 

_type _doc string standard field in Elasticsearch index 

attachment_eng
lish_text_filepat
h 

https://ec2-52-16-9-29.eu-
west-
1.compute.amazonaws.com/s
3/340922_Design2018/Extract
edFiles/5d95fb35cfb1a19d048
244b3/EXT_pdf_0326_BUSINE
SSEUROPE_Comments_on_ev
aluation_of_EU_legislation_on
_design_protection_consultati
on.txt  

string url link to the english .txt file on S3, 
extracted and/or translated from the 
original attachment (.pdf) 

attachment_eng
lish_text_kw 

Lorem ipsum dolor sit amet, 
consectetuer adipiscing elit. 
Aenean commodo ligula eget 
dolor. Aenean massa. Cum 
sociis natoque penatibus et 
magnis dis ... 

string text excerpt of the attachment in English 

attachment_eng
lish_text_t 

Lorem ipsum dolor sit amet, 
consectetuer adipiscing elit. 
Aenean commodo ligula eget 
dolor. Aenean massa. Cum 
sociis natoque penatibus et 
magnis dis ... 

string text excerpt of the attachment in English 

https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/ExtractedFiles/5d95fb35cfb1a19d048244b3/EXT_pdf_0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.txt


                  Consulting services on data analytics services applied to surveys and citizens feedbacks - Environment 
orchestration, automation, guidance and support on consultations D01.01 

Date: 24/08/2020                                                                                          21 / 98          Doc. Version: 
1.0                                     

attachment_lan
guage_code 

en string language code of the original attachment 
file 

attachment_na
me 

0326_BUSINESSEUROPE_Com
ments_on_evaluation_of_EU_l
egislation_on_design_protecti
on_consultation.pdf 

string original name of the attachment  

attachment_ori
ginal_filepath 

https://ec2-52-16-9-29.eu-
west-
1.compute.amazonaws.com/s
3/340922_Design2018/Upload
edFiles/5d95fb35cfb1a19d048
244b3/0326_BUSINESSEUROP
E_Comments_on_evaluation_
of_EU_legislation_on_design_
protection_consultation.pdf  

string url link to the original attachment file on S3 

attachment_ori
ginal_text 

Lorem ipsum dolor sit amet, 
consectetuer adipiscing elit. 
Aenean commodo ligula eget 
dolor. Aenean massa. Cum 
sociis natoque penatibus et 
magnis dis ... 

string text excerpt of the attachment in original 
language 

attachment_top
ics 

businesseurope, national, 
term, evaluation, company, 
comment, design 

string up to 30 terms, in order of importance, 
that were associated with the attachment 
text. 

attachment_top
ics_all 

'businesseurope', 'national', 
'term', 'evaluation', 'company', 
'comment', 'design' 

string up to 30 terms, in order of importance, 
that were associated with the attachment 
text. 

closed_answer_i
ds 

d41d8cd98f00b204e9800998e
cf8427e 

string the id contained in a feedback which 
associates with a answer text enclosed in 
the consultation document 

closed_answer_i
ds_options 

d41d8cd98f00b204e9800998e
cf8427e, 
c4ca4238a0b923820dcc509a6
f75849b, 
eccbc87e4b5ce2fe28308fd9f2
a7baf3, 
c81e728d9d4c2f636f067f89cc
14862c 

string array all the possible ids on the posed 
question 

closed_answer_
texts 

1 string the text associated with the answer id 

closed_answer_
texts_options 

, 1, 3, 2 string array of all the possible textual answers 

consultation_au
thor_email 

- string email of the author of the consultation 

consultation_au
thor_name 

null null string name of the author of the consultation 

consultation_en
d_date 

- string the date that respondents could last fill the 
consultation, i.e. it was closed. 

consultation_id 340922 string the id of the consultation 

consultation_kin
d 

EUSurvey string source of the consultation either EUSurvey 
or BRP 

https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/UploadedFiles/5d95fb35cfb1a19d048244b3/0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.pdf
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/UploadedFiles/5d95fb35cfb1a19d048244b3/0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.pdf
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/UploadedFiles/5d95fb35cfb1a19d048244b3/0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.pdf
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/UploadedFiles/5d95fb35cfb1a19d048244b3/0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.pdf
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/UploadedFiles/5d95fb35cfb1a19d048244b3/0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.pdf
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/UploadedFiles/5d95fb35cfb1a19d048244b3/0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.pdf
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/UploadedFiles/5d95fb35cfb1a19d048244b3/0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.pdf
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/UploadedFiles/5d95fb35cfb1a19d048244b3/0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.pdf
https://ec2-52-16-9-29.eu-west-1.compute.amazonaws.com/s3/340922_Design2018/UploadedFiles/5d95fb35cfb1a19d048244b3/0326_BUSINESSEUROPE_Comments_on_evaluation_of_EU_legislation_on_design_protection_consultation.pdf


                  Consulting services on data analytics services applied to surveys and citizens feedbacks - Environment 
orchestration, automation, guidance and support on consultations D01.01 

Date: 24/08/2020                                                                                          22 / 98          Doc. Version: 
1.0                                     

consultation_sh
ort_name 

Design2018 string the shorter name of the consultation title 

consultation_sta
rt_date 

- string the date that respondents could first fill 
the consultation, i.e. it was opened. 

consultation_titl
e_kw 

Consultation on Design 
Protection in the EU 

string the title of the consultation, on this title 
you can search the right consultation in 
Kibana, if it is missing, short_name is used. 

consultation_titl
e_t 

Consultation on Design 
Protection in the EU 

string   

consultation_titl
e_url 

Consultation on Design 
Protection in the EU 

string   

consultation_ty
pe 

OPC_LAUNCHED string type of consultation, mostly 
OPC_LAUNCHED sporadically a xxx_DRAFT 
or others 

consultation_un
its 

SECRETARIAT-GENERAL string the DG units that have access to the 
consultations, data & visualisations 

dq_approved  False boolea
n 

Flag of approval concerning the data 
quality of the feedback 

dq_description Text is longer than 5000 bytes string Description of what is wrong with the data 
quality of the feedback. 

feedback_count
ry 

Belgium string country where the respondent/user lives 

feedback_count
ry_1MM_div_po
pulation 

0.087 numb
er 

1 million divided by the population of the 
respondent's country. Used to get insight 
in relative responsiveness per country 

feedback_count
ry_iso_code 

BE string the ISO 2 code of the country  

feedback_id 5d95fb35cfb1a19d048244b3 string   

freetext_answer En nuestra opinión, un 

aumento de los requisitos de 

protección, concretamente del 

requisito de visibilidad (a partir 

del Asunto T-49/12 Biscuits 

Poult SAS) 

string answer in the original language 

freetext_answer
_english_kw 

In our view, an increase in 

protection requirements, in 

particular the visibility 

requirement (based on Case T-

49/12 Biscuits poult SAS) 

string answer after translation to english 

freetext_answer
_english_t 

In our view, an increase in 

protection requirements, in 

particular the visibility 

requirement (based on Case T-

49/12 Biscuits poult SAS) 

string answer after translation to english 

freetext_answer
_length 

185 numb
er 

the character length of the answer, this 
can be maximum 5000 bytes (for the 
services we use) or it will be truncated. 
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freetext_entities Many products, Italian, 
European, Basmati, zero-duty, 
European Union, India 

string all entities together detected by AWS 
Comprehend, below they are ordered per 
category. They are all lists of individual 
items. 

freetext_entities
_.COMMERCIAL
_ITEM 

Many products, Basmati string   

freetext_entities
_.DATE 

1 September 2020 string   

freetext_entities
_.EVENT 

Volkswagen scandal, diesel string   

freetext_entities
_.LOCATION 

India string   

freetext_entities
_.ORGANIZATIO
N 

European Union, India string   

freetext_entities
_.OTHER 

Italian, Basmati, European string   

freetext_entities
_.PERSON 

Ursula von der Leyen string   

freetext_entities
_.QUANTITY 

second industry, first 
generation, both, first 

string   

freetext_entities
_.TITLE 

Test Procedure, Type, Market 
Surveillance Ordinance 

string   

freetext_key_ph
rases 

ENVIRONMENTAL IMPACT, 
INFORMATION, RECYCLING 
OPTIONS, REPAIR, MANY 
PRODUCTS, A DELIBERATE 
ATTEMPT 

string usually snippets of 1 to 5 words with the 
most meaning their sentences. 

freetext_langua
ge_code 

en string   

freetext_sentim
ent 

negative string the sentiment the text has with choices 
[neutral, positive, negative, mixed] 

question_group
_id 

1 string the id of the group of questions or section 
where the question belongs to. 

question_order 229 string the order of the question in the 
consultation. 

question_parent
_choices 

['Seville', 'Karlsruhe', '', 
'Petten', 'Geel'] 

 string Sometimes a question is not clear without 
the context of the previous question  (i.e. 
"Please explain") 
  In that case the parent question and 
answers are fetched and added to the 
question_text. 

question_parent
_text 

Please specify:  string Sometimes a question is not clear without 
the context of the previous question  (i.e. 
"Please explain") 
  In that case the parent question and 
answers are fetched and added to the 
question_text. 
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question_text Preceding question: Please 
specify:  
With answers: ['Seville', 
'Karlsruhe', '', 'Petten', 'Geel']  
Please specify: 

string In the given example, the real question 
text is "Please specify:". However, a 
parentQuestionId was linked in the 
feedback and thus the 
question_parent_text and choices were 
fetched and inserted respectively after 
"Preceding question:" and "With 
answers:" 

question_type FREE_TEXT string the type of question with choices in order 
of frequency: [SINGLE_CHOICE, 
FREE_TEXT, MULTIPLE CHOICE, 
FILE_UPLOAD ] 

user.companySi
ze 

MICRO string If the user is a company, the size is asked. 
Choices: [MICRO, SMALL, MEDIUM, 
LARGE] 

user.id 461983 string Usually a six-digit number, sometimes less. 

user.type ORGANIZATION string the type of respondent with choices: 
[CITIZEN, ORGANIZATION, 
ADMINISTRATION, OTHER] 

 

5.3. Orchestration Components 

For orchestration two main components are used: the Lambda and Step functions - These two 

components are key tools for a serverless application. Serverless allows you to run applications 

and services without managing the underlying server. One of the main advantages is that the server 

is only used/paid for when it runs the application. It is "serverless" in the sense that the application 

does not require a constantly running service managed by the user.    

 

5.3.1. AWS Step Functions 

AWS Step Functions coordinates multiple AWS services into serverless workflows. It executes the 

ETL workflow in parallel or sequentially and track input, output and state between the different 

services in use. 

AWS Step Functions is based on the concepts of tasks and state machines. A state corresponds to 

each step in your workflow. It can refer to an AWS resource referenced by a specific ARN, or to a 

specific logical task such as the wait, condition, failure state, and so on. You define state machines 

using the Amazon States Language in JSON. This means that the workflow of an entire step 

function can be easily replicated from one environment to another. Although developed in code, 

the Step Functions console displays a graphical view of the workflow that represents the different 

states, tasks, and their relationships/sequences. This graphical view not only allows one to 

understand the workflow but also to track the progress of the ETL during execution and identify 

successes/issues. Besides, by integrating AWS Simple Notification Services into the workflow, the 

AWS Step Function automatically notifies the main user of the success or failure of the flow. 

One of the shortcomings of AWS Step Functions is that it cannot be intelligently restarted. In case 

of failure, the ETL must be completely run from the start again. Since the complete workflow 

requires a lot of computation, the flow is divided into 7 parts: The main stream, part 1 of the open 

questions, part 1 of the file download, part 1 of the closed questions, part 2 of the open questions, 

part 2 of the file download and part 2 of the closed questions. The master stream triggers the 

different step function in parallel (for the type of question) and sequentially (for the part). 

Part 1 is the analytical part of the workflow. The workflow extracts from DocumentDB and 

enriches the feedbacks by detecting the language, translates it into English, detects the topics and 

performs a sensitivity analysis. It then stores the enriched feedbacks in AWS DocumentDB.  Part 
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2, extracts the transformed feedbacks, organizes them by consultation and loads them into the AWS 

elastic search. A more schematic overview can be seen in the figure below. 

 

Figure 2 Schematic overview of the orchestration 

 

5.3.1.1. AWS step function overview 

The step functions are described as follow: 

 

Step Function  Question type Description 

DorisStateMachineDev-
MASTER 

All This step function triggers the different step 

functions per question type in parallel and 

per part sequentially. 

DorisStateMachineDev-
FREE_TEXT  

Free text This step function processes and analyses all 

new free text components since the last 

successful run. The feedbacks are translated 

to English, and enriched with sentiment 

analysis and topics. Finally, the processed 

feedback is stored in DocumentDB. 

DorisStateMachineDev-
FREE_TEXT-P2 

Free text This step function loads the processed free 

text feedbacks to Elasticsearch. 

DorisStateMachineDev-
CLOSED  

Closed question This step function processes and analyses all 

new closed questions since the last 

successful run. At the end, the processed 

feedback is stored in DocumentDB. 

DorisStateMachineDev-
CLOSED - P2 

Closed question This step function loads the processed free 

text feedbacks to Elasticsearch. 

DorisStateMachineDev-
FILE-UPLOAD  

File Upload This step function processes and analyses all 

attachment file upload questions that were 

loaded since the last successful run. The 

attachments are translated to English, and it 

enriches the data with sensitive 

analysis/topics. The uploaded file will be 

retrieved, and translated in base64.  Finally, 

the processed feedback is stored in 

DocumentDB. 
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DorisStateMachineDev- 
FILE-UPLOAD - P2 

File Upload This step function loads the processed file 

upload feedbacks to Elasticsearch. 

   

 

 

5.3.1.2. AWS step function graphical view and explanation 

The explanation of the workflow and different step functions for open and file upload questions 

are explained together as their orchestration is similar. However, close question orchestration is 

simplified, as no translation is required. As a reminder, the step functions are split by question type 

and between analytics and loading part. 

5.3.1.2.1. Part 1: Analytics 

5.3.1.2.1.1. Open question & attachment 

 

Figure 2 - Open question step function analysis 

 

The following state machine can be divided into 6 parts: 

1. The step function will trigger the lambda that orchestrates the feedback to be processed. 

This lambda function will retrieve the feedbacks identifier loaded since the last ETL run 

of the question type of step function in DocumentDB. Doris+ then divides the feedbacks 

into two categories: one with text to be processed and one with empty feedbacks.  The 

lambda function will then subdivide this to part them into batches of 1000 ids (or 10 

consultations for attachment) and load the list of identifiers into multiple AWS S3 files. 

Finally, the lambda will monitor the start of execution.  As an output, the lambda function 

returns the number of batches created per category. 

 

2. The step function triggers AWS batch jobs for feedback containing text. AWS Batch jobs 

are of two types. Either single job or array jobs. Array jobs are multiple single jobs running 

in parallel; the step function triggers the array jobs if at least two batch files of the question 

type need to run. At this point, a container image running within AWS batch will send all 

documents to the eTranslation module for translation and store all this feedback with status 

untranslated in DocumentDB. eTranslation will send asynchronously the translation to the 

Doris API gateway, and a lambda function will add the translated text and update the status 

in DocumentDB. 
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3. In this step, the step function will select whether the AWS batch needs array jobs or single 

jobs for the empty text. The AWS batch will process the feedback and store it in 

DocumentDB. Finally, it will monitor the end of the workflow for the empty job.  

 

4. The step function waits 3 to 30 minutes for all feedbacks to be translated by eTranslation. 

It will then check if all feedbacks have been received asynchronously. Next, it will trigger 

part 2 if it is successful, or it will either wait another three minutes (maximum 10 times) 

or send back the untranslated feedbacks. A lambda will resend the feedbacks, wait and 

check again if they are all translated. It will then go either to part 2 or to failure status as 

soon as it receives the complete translation. 

 

5. The second part of the feedback processing will use the feedbacks translated entirely into 

English to find the topics in the text and make a sentiment analysis with AWS 

Comprehend. Finally, the transformed feedbacks are stored in DocumentDB. It also 

monitors the end of the workflow for translated feedbacks. 

 

6. Finally, the step function will monitor the success or catch any error within the flow. In 

both cases, the step function can notify users per email on the status. 

 

5.3.1.2.1.2. Closed question 

 

Figure 3 - Closed question step function analysis 

The following state machine can be divided into 3 parts: 

1. The step function triggers the lambda that orchestrates the feedbacks to be processed. This 

lambda function retrieves the feedback identifiers loaded since the last execution of the 

closed question in DocumentDB.  The lambda will then divide them into batches of 1000 

ids and load the list of identifiers into multiple AWS S3 files. Finally, the lambda will 

monitor the start of execution. As an output, the lambda function returns the number of 

batch files created. 

 

2. In this step, the step function will select whether the AWS batch needs array jobs or single 

jobs. The AWS batch will process the feedback and store it in DocumentDB. Finally, it 

will monitor the end of the workflow for the empty job. If no feedbacks were found since 

the last load, it will monitor the load as successful. 
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3. Finally, the step function will monitor the success or catch any error within the flow. In 

both cases, the step function can notify users per email on the status. 

5.3.1.2.2. Part II 

5.3.1.2.2.1. Open question & attachment 

 

Figure 4 - Open question step function loading 

The following step function can be divided into 4 parts: 

1. The step function triggers the lambda that orchestrates the feedbacks to process for the 

loading part. This lambda function will retrieve the feedback identifier files loaded in S3 

during the last execution of the analysis part. As an output, the lambda function returns the 

number of batches created per category (empty or not) loaded during the analysis part. 

 

2. In this section, the step function will select whether the AWS batch needs array jobs or 

single jobs. The AWS batch will extract the feedback, rename columns, aggregate 

feedbacks into consultations and store it in AWS Elastic search. Finally, it will monitor the 

end of the workflow. 

 

3. In this section, the empty feedback will be similarly inserted to elastic search.  

 

4. Finally, the step function will monitor the success or catch any error within the flow. In 

both cases, the step function can notify users per email on the status. 

5.3.1.2.2.2. Closed question 
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Figure 5 - Closed question step function analysis 

The following step function can be divided into 3 parts: 

1. The step function will trigger the lambda that orchestrates the feedbacks to process for the 

loading part. This lambda function will retrieve the feedback identifiers files number 

loaded in S3 during the last execution of the analysis part for close questions. As an output, 

the lambda function returns the number of batches loaded during the analysis part. 

 

2. In this section, the step function will select whether the AWS batch needs array jobs or 

single jobs. The AWS batch will extract the feedback, rename a column, aggregate 

feedbacks into consultations and store it in AWS Elastic search. Finally, it will monitor the 

end of the workflow. The insertion in AWS elastic search is at the feedback identifiers and 

consultation identifiers granularity.  

 

3. Finally, the step function will monitor the success or catch any error within the flow. In 

both cases, the step function can notify users per email on the status. 

 

 

5.3.2. AWS Lambda Functions 

AWS Lambda executes codes without having to provision or manage a server. Indeed, you pay 

only for the compute time you consume. It runs based on triggers received called events. The event 

sources can vary from step function triggers for the orchestration of the ETL flow to API gateway 

receipt of REST calls.  

 

Step Function  Part of the 
process 

Description 

lambda_feedbacks_orchestrator.py Orchestration This lambda function will 

retrieve the feedbacks identifiers 

loaded since the last ETL run of 

the step function question type in 

DocumentDB. DORIS divides 

the feedbacks into two 

categories: containing text to be 

processed or not (empty).  The 
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lambda will then subdivide them 

into batches of 1000 ids (or 10 

consultations for attachment) 

and load lists of identifiers into a 

multiple AWS S3 files. Finally, 

the lambda will monitor the start 

of step-function execution.  As 

an output, the lambda function 

returns the number of batches 

created per category. 

 

lambda_feedbacks_orchestrator_p2.py Orchestration This lambda function will 

retrieve the feedback identifiers 

files number loaded in S3 during 

the last execution of the analysis 

part. As an output, the lambda 

function returns the number of 

batches created per category 

(empty or not) loaded during the 

analysis part. 

 

lambda_process_done.py Monitoring This lambda will monitor the 

success or failure of the ETL. It 

will retrieve the run id of the step 

function and monitor the full run 

across all steps of the ETL. 

eTranslation_to_mongo.py Translation This lambda will be triggered by 

the reception of a translated 

feedback from eTranslation to 

the API gateway endpoint. Upon 

reception, it will transform the 

urlencoded output to a JSON, 

update the status of the 

feedbacks to ‘translated’ and 

store the translation in 

DocumentDB. 

eTranslation_to_mongo_attachment.py Translation This lambda will be triggered by 

the reception of a translated 

document from eTranslation to 

the API gateway endpoint. Upon 

reception, it will transform the 

base64 output to a JSON; update 

the status of the feedbacks to 

‘translated’ in DocumentDB and 

store the translation in S3. 

eTranslation_resent_translation.py Translation This lambda recovers all 

feedbacks sent to be retranslated.  

This step will send them again to 

eTranslation; wait and check for 

the full reception of the 

translation. It will return a 

success/failure status upon the 

full reception of all translation.  
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eTranslation_translation_error.py Translation This lambda will process the 

error received from 

eTranslation.  

eTranslation_validation.py Translation This lambda check if all 

feedbacks translation have been 

received asynchronously from 

eTranslation. This lambda 

retrieves all feedbacks sent to be 

retranslated later by eTranslation 

call (with a status ‘NOT 

TRANSLATED’.). If any exist, 

return false.   

 

5.4. Processing Components 

5.4.1. AWS Batch 

Doris uses AWS Batch to dynamically allocate an optimal amount of computational resources 

based on the volume of feedback and specific resource requirements of the submitted batch 

computing tasks.  AWS Batch plans, schedules, and executes your batch workloads within a queue. 

Each workload can be assigned a priority to define the execution order within the allocated queue. 

The number of concurrent batches running simultaneously will depend on the number of CPU 

allocated to the queue. This parallelism of computing power allows theoretically large-scale loads 

in a short period and high scalability. Indeed, if the loading increase, it just has to increase the 

number of CPUs available. The limitation of DORIS computing lies in the service used within the 

batch jobs use.  

AWS Batch jobs are generated with a pre-set-up configuration called a job definition. The batch 

job definitions specify how the jobs need to run. Although each job must refer to a job definition, 

many parameters specified in the job definition can be overwritten during execution. Job definition 

parameters range from the number of CPUs, container images, IAM roles to the retry policy and 

the Linux command.  

Furthermore, each batch job in Doris+ are set up to run 1000 feedbacks, and the process relies on 

AWS Comprehend, AWS Elasticsearch and eTranslation. These three APIs have a throttling limit. 

It means that there is a limit to the number of calls to their API per second. If this limit is not 

respected the service will return an error or block the connection. To avoid these issues, Doris+ 

limits the number of calls per second and the number of batch jobs running concurrently. More 

specifically, the number of available CPU per queue is limited to 10 with two CPUs running per 

Batch job. 

The processing components scripts are found in the doris-python-code/shared/processors/ 

- Batch_feedback_processor.py for general logic and processing closed questions. 

- Batch_feedback_processor_file_upload.py as a child class has the same functionality 

and specific functions for the processing of file_upload feedbacks. 

- Batch_feedback_processor_free_text.py is also a child class and has specific functions 

for the processing of free_text feedbacks. 

 

5.4.1.1. Closed Questions 

For the closed question type no special processing is needed and so it is fetched from the 

‘feedbacks’ collection DocumentDB and directly stored in the ‘feedbacks_processed’ collection.  

For the reporting however, the closed feedbacks need info from the consultation as the feedback 

has only answerId’s. In addition, the metadata is combined for filtering purposes in the Kibana 

dashboards.  
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5.4.1.2. Open Questions 

For open questions there is processing to be done in 2 phases because of eTranslation. AWS 

Comprehend first detects the language of the text and then sends them for translation in phase 1. 

In phase 2 theTranslationd English text undergoes further analysis with key phrase, sentiment and 

entities detection. See figure below which shows the order of calls in the phases. The same order 

applies for attachments. 

The reporting part filters also those field further so it is able to visualize the results in word clouds 

etc. 

 

 

Figure 6: eTranslation and AWS Comprehend components in processing 

 

5.4.1.3. Attachments 

Attachments have more complicated processing. First, the attachment feedbacks need to be sorted 

to determine if they have actual attachments if the attachments are extracted, and if so, in which 

language and then if a translation text file exists as well. The S3 attachment bucket is therefore 

scanned and compared to the file path given in the feedback. Then the translation also happens 

with eTranslation but the results are stored on S3 instead of in a DocumentDB collection. An 

excerpt of that translation is still stored in the feedback itself. 

After translation, topics detection will happen on the texts. For the reporting part, URLs to S3 are 

constructed so that the viewer can click to see the original file or the translation .txt file. 

5.4.2. eTranslation 

eTranslation is an online machine translation service provided by the European Commission. the 

machine translation service is available to EC information systems through an API. It is highly 

secure and within the commission firewall and can translate in all official EU languages. 

Furthermore, it is optimised to work on the text of EU matters.  

There are 2 services of eTranslation used: 

• Translate documents - upload one or more documents  

• Translate text – text snippet  

 

Translation of text snipped is used for open question while base64 encoding is used for attachment 

of file upload feedbacks. For the later, etranslation  accepts the following formats: .txt, .doc, .docx, 
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.odt,.ott, .rtf, .xls, .xlsx, .ods, .ots, .ppt, .pptx, .odp, .otp, .odg, .otg, .htm, .html, .xhtml, .h, .xml, 

.xlf, .xliff, .sdlxliff, .rdf, .tmx and pdf. Besides, for attachment, it keeps the format of your original 

document when outputting the translation of a document.  

After opening an account in eTranslation, two different rest calls to the eTranslation API are made 

using HTTP Digest authentication. Then the translation is received asynchronously at the API 

gateway as an entry point : 

1) Text snipped: 

{ 

                "externalReference": _id, 

                "callerInformation": { 

                    "application": self.application, 

                    "username": self.username 

                }, 

                "textToTranslate": text, 

                "sourceLanguage": source_language_code, 

                "targetLanguages": ["EN"], 

                "domain": self.domain, 

                "requesterCallback": self.request_callback, 

                "errorCallback": self.error_callback, 

            } 

In this API call, we refer to the identifier of the feedback to beTranslationd, the application to 

which we have access, the source language of the feedback that needs to beTranslationd into 

English. Finally, we add the caller's callback, the http address of our API gateway where the 

translation will be sent afterwards. In this case, before sending translation, the identifier of 

the feedback is enter in a DocDB collection with status untranslated. Upon reception of the 

text, a lambda function will update the DocDB status to translated and insert the translation. 

2) Base64 encoded attachment 

{ 

                "externalReference": external_reference, 

                "callerInformation": { 

                    "application": self.application, 

                    "username": self.username 

                }, 

                "documentToTranslateBase64": { 

                    "content": encoded_string, 

                    "format": "txt", 

                    "fileName": external_reference 

                }, 

                "sourceLanguage": source_language_code, 

                "targetLanguages": ["EN"], 

                "domain": self.domain, 
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                "errorCallback": callback,#self.error_callback, 

                "destinations": {"httpDestinations": [callback]} 

            } 

In this API call, we refer to the identifier of the feedback attachment to beTranslationd, the 

application to which we have access, the source language of the feedback to be transformed 

into English and the document encoded in base64. Finally, we add the http destination, the 

http address of our API gateway where the translation will be sent afterwards. In this case, 

before sending translation, the identifier of the feedback is enter in a DocDB collection with 

status untranslated. Upon reception of the text, a lambda function will send the decode the 

base64 encoded document and store it in an s3 bucket. The lambda will also update the 

DocDB status to translated. 

Upon reception of the translation to the API gateway 

One of the limitations of eTranslation is that the priority of our request in the translation queue 

drops to 0 if too many calls are sent simultaneously to the tools. Although the translation is not lost 

or the tool returns an error, the time to receive the translation increases with the number of calls. 

We have therefore developed a scalable waiting system between phases that require translation as 

well as a return system. In addition, sometimes static translations of 0.01% to 1% are not received 

and have to be returned. 

For more information on eTranslation call: eTranslation documentation 

Important considerations: 

• Maximum 4000 characters for ordinary text and unlimited for our purposes when using 

base64 encoding (for attachments). 

• Only single requests per feedbacks were made 

 

5.4.3. AWS Comprehend 

There are 5 services of AWS Comprehend used: 

• Language detection 

• Key phrase detection 

• Sentiment detection 

• Entities detection 

• Topics detection 

Important considerations with AWS Comprehend services: 

• Checking the length of the text snippets in bytes (max 5000 bytes) 

• The number of simultanous calls that can be made and therefor to use single requests, 

batches of 25, or the jobs API for each service. 

o Topics detection only has a job API and this needed to have a folder on S3 to fetch 

input and store output 

o The other four services were applied with the batch API of 25 requests 

• De-duplication of results are important for key phrases and entities to avoid to much similar 

words in a single text to skew results for the aggregate 

5.5. Code design principles 

To make this prototype we have taken into account several code design principles to assure quality 

and reusability of the code written. This makes it concise and effective code for this specific 

https://ec.europa.eu/cefdigital/wiki/display/CEFDIGITAL/How+to+submit+a+translation+request+via+the+CEF+eTranslation+webservice
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purpose. After listing all the components in the previous paragraphs we go deeper into the guiding 

principles and thus discuss the encompassing characteristics of these components. 

5.5.1. Scalability 

Scalability was an original requirement of the solution which we implemented in a few concrete 

ways: 

• Splitting tasks into small batches (of up to 1000 feedbacks) 

• Then running them in up to 10 containers in parallel 

• When fetching and storing data in the main data source, DocumentDB, operations are made 

on index 

The 1000 feedbacks and 10 containers are arbitrary and can be adjusted if the purpose justifies it, 

depending on volume and frequency of feedback processing operations. 

Operations on index on the other hand is what MongoDb was designed for and makes it 

exceptionally fast compared to a full table scan. 

5.5.2. Security 

This was also a requirement which was implemented in several ways: 

• No passwords are hard-coded in the code or config 

• They are instead retrieved from AWS Secrets manager service 

• IAM roles are used as much as possible in a transparent way 

5.5.3. Robustness 

Robustness means that you make your code as stable as possible. Therefor you test you code on 

multiple adverse scenarios, bad data quality and failing service API calls. This is accomplished by: 

• API retries with Exponential Back-Off logic, see 

https://aws.amazon.com/blogs/architecture/exponential-backoff-and-jitter/  

• Batch containers are retried 3 times 

• Records that are lost to eTranslation are resent (in a lambda function) 

If the code nevertheless fails, logging is foreseen with every major step in the processing. 

5.5.4. Modularity 

The product is not a single file with unmaintainable code, but structured in a modular way for 

readability and thus maintainability and eventually reusability. Therefore it should be easy to adapt 

key functionality and variables in the code. Concrete examples: 

• Object-oriented structure for Connectors, Processors and ETL 

• Therefore these components and their methods are reusable and not stand-alone scripts 

• All variable parameters (server URLs, passwords, table settings…) are centralized in a 

single configuration file, other component-specific variables are also centralized in their 

initialization method 

Overview of reusable components, for more detail, see the Appendix Doris-python-code 

repository: 

• Application and config components 

o App.py 

o Application.py 

o Config.py 

o Accompanied by the .yaml config file 

https://aws.amazon.com/blogs/architecture/exponential-backoff-and-jitter/
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• Connectors 

• ETL components 

o Processing 

o Reporting 

• Processors: these are re-usable in their structure, but the methods depend on the data 

quality and the data model (field names etc). If one of these changes, then modifications 

need to be made here. This components are the most specific for its task and the core of 

the processing. 

 

5.5.5. Quality 

Quality during the development and for future adaptations is assured by: 

• A large set of unit and integration tests 

• These are then always run when committing on the master branch (production) through the 

CI/CD pipeline with AWS CodePipeline as well as running Pylint for syntax errors 

• A thorough review process with pull requests which also creates a history of added code 

and changes 

6. SETUP GUIDE 

6.1. Environment 

How to set-up the environment and configure it for running. 

6.1.1. AWS Batch 

As explained in the architecture part, AWS batch job required 3 different parts: A computing 

environment, a job queue, and a job definition. 

The creation of a batch job follow these 6 following steps: 

1) Create a new compute environment with the new Amazon ECS-optimized AMI. 

2) Create a Job queue 

3) Add the compute environment to the existing job queue. 

4) Create a container image of your processing environment to be executed by AWS Batch 

5) Create a job definition and allocation of the job queue as a parameter and the container as 

the image. 

6) Trigger a job with new job definition and specific command 

 

6.1.1.1. Compute Environments 

Job queues are mapped to one or more computing environments. Computing environments contain 

the container instances of Amazon ECS that are used to execute containerized batch jobs. 

In the case of Doris, we opted for a managed compute environment, we add the business 

requirement as well as VPC NAT network address connection into the definition. d AWS will 

create and manage the underlying AWS EC2.  

To create a compute environment follow this step 

1) Go to AWS Batch service from your AWS console 

2) Go to AWS Batch > compute environments > Create environment 
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3) From this step you can configure your environment: 

• Select Managed type 

• Add a name 

• Create and add the service IAM role with access to amazon ECS 

• Create an instance roles with access to amazon ECS 

• Add the key information of the linked EC2 (VPC, Security group and EC2 key 

pair) 

• Add the maximum number of CPU available ( 10 for open question queue, 1 for 

attachment queue) 

4) Create the environment 

6.1.1.2. Job Queue 

Within a job queue, the associated compute environments each have an order that is used by the 

scheduler to determine where to place jobs that are ready to be executed. 

To create a compute environment follow this step: 

1) Go to AWS Batch service from your AWS console 

2) Go to AWS Batch > Job queues > Create queue 

3) From this step you can configure your environment: 

a. Queue name and priority 

b. Select enable job queue 

c. Select the newly created computing environment 

You can then create the environment 

 

6.1.1.3. Job definition 

AWS batch jobs are generated with pre-set-up configuration called job definition. The AWS batch 

job definitions specify how the jobs are to be performed. Although each job must refer to a job 

definition, many parameters specified in the job definition can be overwritten during execution. 

Job definition parameters range from the number of CPUs, container images, IAM roles to the retry 

policy and the Linux command.  

To create a job definition: 

1) Go to AWS Batch service from your AWS console 

2) Go to AWS Batch > Job definition > Create  

3) From this step you can configure your job definition: 

• Add a name, job attempts and execution timeout (multiple nodes can be 

unselected) 

• Create and add the service IAM role with access to amazon ECS and the diverse 

AWS service used by the container that will run the processing.  

• Add the ARN of your container running in AWS ECS 

• Don’t specify the command, will specify them during the job execution by the step 

function 

• Add the number of CPU running per job to 1 

4) Create the Job definition 
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6.1.1.4. Trigger a job 

To create a job: 

1) Go to AWS Batch service from your AWS console 

2) Go to AWS Batch > Jobs > Submit job  

3) From this step you can configure your job definition: 

• Add a name 

• Add a job definition and job queue 

• Specify if you need a single or array job. In the case of array job how many of 

them will be generated.  

• Specify the Linux command to be executed. 

4) Submit the job 

Your job will be added to the job queue. 

 

6.1.2. API Gateway 

The API Gateway is the API service of AWS. It is linked to a lambda service that is triggered upon 

the reception of the request. 

 We use this service to gather the translation of text/document sent by eTranslation asynchronously. 

eTranslation send a POST call with the key information in the body, API gateway accepts the 

message, transform the body into a readable JSON, and then transmit the information to a lambda 

function. 

This lambda, in the case of a text snipped, upon reception, will transform the urlencoded output in 

the JSON body into another JSON, update the status of the feedbacks to ‘translated’ and store the 

translation in DocDB. 

This lambda, in the case of a document, upon reception, it will transform the base64 output to a 

JSON, update the status of the feedbacks to ‘translated’ in DocDB and store the translation in S3. 

6.1.2.1. Set up E-translation endpoint 

To set-up for eTranslation API: 

1) Go to AWS API Gateway service from your AWS console 

2) Click on create API 

3) Select REST API (public) and click on build 

4) Choose the protocol to REST, create a new API 

5) Add a name, a description and set the endpoint type to regional 

6) Create the API 

To set an endpoint resource in this API: 

1) From the API console newly created go to Actions>create resources: 

2) Add a resource name and path ( the path will be called by eTranslation) 

3) Add a job definition and job queue 

4) Enable API Gateway CORS 

To set an endpoint POST method: 

1) From the API resource newly created go to Actions>create method: 
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2) Select POST method 

3) Select Lambda function integration type 

4) Add the region and the ARN of your lambda function and save 

5) Go to resource name>POST>Method execution and add the URL Query string parameter. 

In the case of eTranslation add external-reference, request-id, target-language, and 

translated-text. It will be the field we receive from eTranslation.  

6) Go to resource name>POST>Integration Request to map the body of information receive 

to a JSON the lambda can process. 

• In Mapping template add 2 different Content-Type accepted 

i. Application/json 

ii. Application/x-www-form-urlencoded 

• Select ‘When there are no templates defined (recommended)’ 

• Add the following mapping template for both content type: 

#set($allParams = $input.params()) 

{ 

  "params" : { 

    #foreach($type in $allParams.keySet()) 

    #set($params = $allParams.get($type)) 

    "$type" : { 

      #foreach($paramName in $params.keySet()) 

      "$paramName" : "$util.escapeJavaScript($params.get($paramName))" 

      #if($foreach.hasNext),#end 

      #end 

    } 

    #if($foreach.hasNext),#end 

    #end 

  } 

  ,"body": "$input.path('$')" 

} 

 With this mapping, all parameter will be added to a JSON, and the body will transformed 

into a string ready to used by the lambda function.  

6.1.2.2. Deploy eTranslation 

From the created API, to deploy the API, you need to create a STAGE environment. To do that, 

got to API>Stages>Create 

1) Add a STAGE name, commonly call ‘PROD’, and a deployment date and create the 

environment 

2) Go to API>resources>ressource_name>Actions>Deploy API 

3) Add the new deployment stage created 

4) Deploy 

Your API gateway is then ready to receive calls from eTranslation 
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6.1.3. Python Configuration and Docker file 

The current config file config_deloitte_dev.yaml can be found in doris-python-

code/shared/config/resources/ .  

Here the several variables used in multiple places in the processing are stored. For configuration 

purposes, passwords, names and URLs of services are centralized here and are therefore easily 

adapted. With this config file connection with the several services are made through the 

application.py script in the same config folder. 

The Dockerfile is located in doris-general/docker/Dockerfile just like the create_docker_image.sh. 

When changing the code on master one needs to go to that last file, open it and press ‘Run’ to create 

such a docker image in order for that new image to run in the batch jobs triggered by the Step 

functions. 

 

6.1.4. AWS Cloud 9 

AWS Cloud9 is an AWS based Integrated Development Environment that allows you to write, run 

and debug your code within a browser. The cloud 9 environments can be easily shared with a team 

or be personal. If it runs within the same VPC than the other Doris+ application, Cloud9 handle 

the secure connection with other AWS tools, allowing a smooth experience while developing with 

serverless or regular AWS services. 

Cloud9 comes with tools for programming languages such as JavaScript, Python, PHP, and more. 

The main advantage is that you don't need to install files or fully configure your code development 

system to start new projects on AWS. That being said, some minor pre-configurations are required 

to run code entirely with the Doris+ environment. 

 

6.1.4.1. Set up Cloud 9 

To set-up a Cloud 9 environment: 

1) Go to AWS Cloud 9 service within the AWS console 

2) Click on ‘create environment’ 

3) Configure the settings: 

• Select ‘Create a new instance for environment (EC2)’ and an instance type 

• Select ‘Amazon Linux’ 

• Create the IAM roles ‘AWSServiceRoleForAWSCloud9’. Add each service 

access policy  of the AWS tool required to this role ( By default, add the full access 

to AWS ECR, AWS comprehend, AWS Secret, AWS Elastic Search, AWS 

DocumentDB and AWS Commit) 

• In network setting, add the VPC and Subnets 

4) Create the environment 

5) An user with the AWSCloud9Administrator, can manage the Environment Member 

Access Roles, the access permission levels for a shared environment 

• Open the IAM console.  

• Select Groups. 

• Choose the group's name for the user owner of the environment. 

• On the Permissions tab, for Managed Policies, choose Attach Policy. 

• In the list of policy names, choose AWSCloud9User (preferred) to enable each 

user in the group to be an environment owner 
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•  (If you don't see one of these policy names in the list, type the policy name in the 

Search box to display it.) 

• Choose Attach policy. 

6) The user owner can use Cloud9 

 

6.1.4.2. Clone Git Commit repository 

When your environment is created, and the user has access to it you can configure the specific set-

up of Doris+ Cloud9 python environment 

1) In IAM, add full access to AWS commit to AWSServiceRoleForAWSCloud9’ 

2) Go to AWS Cloud 9 service within the AWS console 

3) In the upper right, select the preference Icone 

• Go to AWS settings>Credentials 

• Choose your region and select AWS managed temporary credential 

4) On the lower right, you will find a Linux command line, clone the repository with ‘git 

clone REPOSITORY_ADRESS’   

5) Refresh your browser 

 

6.1.4.3. Set environment 

When your environment is created, and the user has access to it you can configure the specific set-

up of Doris+ Cloud9 python environment 

1) Go to AWS Cloud 9 service within the AWS console 

2) In ‘Your environments’ go to the newly created environment and choose ‘Open IDE’ 

3) On the lower right, you will find a Linux command line, run the following script 

cd ~/environment 

git clone https://git-codecommit.eu-west-1.amazonaws.com/v1/repos/doris-general 

sh doris-general/cloud9/configure_python 

sh doris-general/cloud9/install_mongo_client 

sh doris-general/cloud9/install_docker 

 

The script will clone the repositor ‘doris-general’, and the following bash script: 

1) configure_python.sh will set up the specific python environment and the required library 

for Doris+ development environment  and install pylint 

2) install_mongo_client.sh will set-up the mondo shell and tools, and set-up the connect to 

AWS DocumentDB 

3) install_docker.sh will set-up the docker tools set, the docker can be created from the 

command line, and push to Amazon ECR if the IAM role access to AWS ECR is set up to 

the environment roles.  

Finally, clone the repository ‘doris-python-general’ within the environment folder following 

5.1.4.2 steps. 
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6.2. Job Execution 

After setting up the environment and config it is time to try a test run. 

- Open Step Functions > State Machines > click on Doris_data_load 

- Click on New execution 

o Enter a name & give an input consultation id like: 

▪ {  "consultations": [ "5742”]} 

- Click on Start execution 

- Follow the progress in two ways: 

o Visual workflow in Step functions 

▪ Logs, in the format of API requests and answers, can be found under Step 

details > Output 

o Logs in Batch 

▪ Open AWS Batch (Dashboard) 

▪ in the Job Queues in the dashboard page you can see an overview of jobs 

statuses 

▪ after some minutes there should be some in Pending > click on the number 

• there a job name like ‘free_text_phase_one_array’ will exist 

• click on the Job ID  

o this will open the entire array of jobs with statuses 

o again click on a job ID to see a blue URL to see the rolling 

log file 

 

 

7. PROTOTYPE FRONT-END USER INTERFACES AND VISUALIZATION 

COMPONENTS  

7.1. Visualization tool: Kibana 

The front-end interface and visualization tool for analysing consultations is Kibana. Kibana is an 

open source front-end application that sits on top of the Elastic Stack providing search and data 

visualization capabilities for data indexed in Elasticsearch. Kibana is used in this context for 

creating the different charts, data tables, dashboards on the consultation data.  

 

7.2. Kibana Consultation Dashboards: Consultations Overview & Consultation 

dashboards 

There are two dashboards built on consultations: the ‘Consultations Overview’ (‘Overview’ 

henceforth) and the ‘Consultations’ dashboard. The Overview dashboard provides an overview of 

all consultations available, along with general KPIs such as # consultations available, and # of 

responses by type, or # of responses per country. The purpose of the Overview is to select the 

specific consultation for analysis before proceeding to the Consultations dashboard. The 

Consultations dashboard is used for analysing one specific consultation in more detail. 
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7.2.1. Consultations Overview dashboard 

The Overview dashboard contains the following visualizations (numbers referring to table in 3.5): 

7, 8, 9, 10, 11, 12, 21, 33, and 34. 

 

Figure 7 Consultations Overview dashboard 

 

7.2.2. Consultation dashboard 

The ‘Consultation’ dashboard contains the following visualizations (numbers referring to table in 

3.5): 1 to 33. 

There are 4 main sections in the Consultation dashboard:  

1. General  

2. Closed Question Analysis 

3. Open Question Analysis 

4. Attachments 

 

1. General section 

 

Figure 8 Consultations dashboard General 1/2 
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Figure 9 Consultations dashboard General 2/2 

 

2. Closed Question Analysis section 

 

Figure 10 Consultations dashboard Closed Questions 1/2 

 

Figure 11 Consultations dashboard Closed Questions 2/2 

 

3. Open Question Analysis section 
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Figure 12 Consultations dashboard Open Questions 1/2 

 

Figure 13 Consultations dashboard Open Questions 2/2 

 

4. Attachments section 

 

Figure 14 Consultations dashboard Attachments 
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7.3. Dashboards walkthrough.  

Imagine the user wants to investigate the consultation: ‘Public consultation on gender equality’. 

The recommended steps for using the consultation dashboards are: 

1. The user goes to the Kibana environment and goes to Dashboards. 

2. User selects the Consultations Overview dashboard [Consultations_Overview_v1_0]. 

 

Figure 15 Dashboard walkthrough 1/3 

3. The user searches for his/her consultation in the table of the Overview Dashboard.  

4. The user clicks on the link of the consultation title ‘Public consultation on gender equality’.

 

Figure 16 Dashboard walkthrough 2/3 

5. The Consultation Dashboard opens and the filter for the selected consultation is 

automatically set: 
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Figure 17 Dashboard walkthrough 3/3  

6. The user can now analyse this consultation using the different visualizations in the 

Consultation dashboard, outlined in the next chapter. 

 

7.4. General considerations 

Kibana provides many features and options for building visualizations and attractive dashboards. 

Two general default Kibana features are briefly highlighted below.  

 

7.4.1. Additional options for visualization objects. 

The visualization objects (graphs, tables and labels) in Kibana have additional options hidden in a 

collapsed menu in the top-right corner when hovering over. Depending on the visualization, these 

options can entail ‘Inspect’ and/or ‘Full screen’. The ‘Inspect’ option can be used to view the 

requests behind the visualization or to export the raw/formatted data of the visualization. This 

option is a rather advanced option, which would not be often used by the normal user. The latter 

option ‘Full screen’ is useful for graphs that are only partially visible due to having long labels for 

example. By using full screen option this visualization can be extended to show the full labels.  

These additional options are a default Kibana feature which, as of writing this document, cannot 

be hidden or altered. 

 

Figure 18 Additional visualization options 

 

7.4.2. Exporting data 

Kibana provides two options for exporting the data of visualizations, namely ‘Raw’ and 

‘Formatted’. Exporting ‘Raw’ will give you the values as they come back from Elasticsearch. 

Exporting as ‘Formatted’ will use field formatters, transformations done in the browser (usually to 

improve readability). An example would be floating point numbers - they will round to two 

decimals by default. 
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7.5. Consultation Visualizations 

There are 34 visualization objects created around consultations in Kibana (including label-objects). 

Here is a list of all objects. The visualization title of bar charts is represented by the title on the x-

axis and the title of KPIs is represented by the Metric title. All other visualization titles refer to 

their functional definition. The object naming convention starts with the type of visualization 

followed by a description of the relevant dimensions, metrics and/or filters for that specific 

visualization. Here is a table outlining these objects: 

Nr Visualization Title [Object name in 

Kibana] 

Type Sections Description 

1 Top 10 countries by number of 

respondents by type 

[Barchart_Country_Respondents_ALL] 

Bar 

chart 

General Number of respondents 

for top 10 countries 

and other countries 

combines, segmented 

by user type 

2 Number of Responses (excluding blank 

responses) by Sentiment 

[Barchart_Sentiment] 

Bar 

chart 

Open Question Sentiment occurrence 

as attributed to free text 

answers 

3 Number of Responses for Single Choice 

Answers 

[Barchart_Single_Choice] 

Bar 

chart 

Closed Question Singe choice answer 

occurrence  

4 Consultation Question search form 

[Control_Consultation] 

Filters 

form 

Open Question; 

Closed Question 

Search form for 

filtering a specific 

question of a 

consultation 

5 Top 5 Closed Question Answers for Top 5 

Countries 

[HeatMap_Country_ClosedAnswers] 

Heat 

map 

Closed Question Closed answer 

occurrence for top 5 & 

other countries 

6 Top 5 Countries' sentiment (excluding 

Neutral) 

[HeatMap_Country_FreeTextSentimentA

nswers] 

Heat 

map 

Open Question Sentiment (excluding 

neutral) occurrence as 

attributed to free text 

answers for top 5 & 

other countries 

combined 

7 Total number of Consultations KPI 

[KPI_Consultations_ALL_Count] 

KPI Overview 

dashboard; 

General 

# consultations 

8 Number of Administrations KPI 

[KPI_Respondents_ADMINISTRATION_

Count] 

KPI Overview 

dashboard; 

General 

# respondents of the 

type administration 

9 Total number of Respondents KPI 

[KPI_Respondents_ALL_Count] 

KPI Overview 

dashboard; 

General 

# respondents of all 

types 

10 Number of Citizens KPI 

[KPI_Respondents_CITIZEN_Count] 

KPI Overview 

dashboard; 

General 

# respondents of the 

type citizen 

11 Number of Organizations KPI 

[KPI_Respondents_ORGANIZATION_Co

unt] 

KPI Overview 

dashboard; 

General 

# respondents of the 

type organization 



                  Consulting services on data analytics services applied to surveys and citizens feedbacks - Environment 
orchestration, automation, guidance and support on consultations D01.01 

Date: 24/08/2020                                                                                          49 / 98          Doc. Version: 
1.0                                     

12 Number of Others KPI 

[KPI_Respondents_OTHER_Count] 

KPI Overview 

dashboard; 

General 

# respondents that are 

not of the type 

administration, 

organization or citizen 

13 Attachments Analysis 

[Label_Attachments] 

Label Attachments Title for Attachments 

section 

14 ‘Blank label for whitespace’ 

[Label_Blank] 

Label All Sections Label used for 

whitespace in the 

dashboard 

15 Closed Questions Analysis 

[Label_Closed_Questions] 

Label Closed Question Title for Closed 

Questions section 

16 Please select one closed question before 

proceeding in the 'closed questions' section 

of the dashboard. 

[Label_Info_OneClosedQuestion] 

Label Closed Question Informative label to 

select one closed 

question 

17 Please select one consultation before 

proceeding in the dashboard.  

[Label_Info_OneConsultation] 

Label General Informative label to 

select one consultation 

18 Please select one open question before 

proceeding in the 'open questions' section 

of the dashboard. 

[Label_Info_OneOpenQuestion] 

Label Open Question Informative label to 

select one open 

question 

19 Return to Consultations Overview  

[Label_Link_Overview] 

Label General Link to Overview 

dashboard 

20 Open Questions Analysis 

[Label_Open_Questions] 

Label Open Question Title for Open 

Questions section 

21 Respondents by Country map 

[RegionMap_Respondents_ALL] 

Region 

map 

Overview 

dashboard; 

General 

Map graph showing 

number of respondents 

per country 

22 Table of Closed Question Answers  

[Table_AnswerTexts_ClosedQuestions] 

Data 

table 

Closed Question Table with closed 

question answers and 

number of respondents 

per answer 

23 Table of Open Question Answers  

[Table_AnswerTexts_FreeText] 

Data 

table 

Open Question Table with open 

question answers 

including sentiment 

and number of 

respondents per answer 

24 Table of Attachments 

[Table_Attachments_ALL] 

Data 

table 

Attachments Table with list of all 

attachments including 

topics found in the 

contents 

25 Table of all consultations 

[Table_Consultations_Title_List] 

Data 

table 

General Table with the 

consultations incl. Unit 

and source 

26 Table of all Questions  

[Table_QuestionTexts_ALL] 

Data 

table 

General Table with all 

questions in a 

consultation 
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27 Attachments - Top 30 topics 

[WordCloud_Attachments_Topics] 

Word 

cloud 

Attachments Word cloud on top 

keywords found in 

attachments 

28 Key concepts - Top 15 EVENTS 

[WordCloud_EVENT] 

Word 

cloud 

Open Question Word cloud on top 

event keywords found 

in free text answers 

29 Key topics - Top 20 General 

[WordCloud_General] 

Word 

cloud 

General Word cloud on top 

general keywords 

found in free text 

answers 

30 Key concepts - Top 15 ORGANIZATION 

[WordCloud_ORGANIZATIONS] 

Word 

cloud 

Open Question Word cloud on top 

organization keywords 

found in free text 

answers 

31 Key concepts - Top 30 OTHER 

[WordCloud_OTHER] 

Word 

cloud 

Open Question Word cloud on top 

‘other’ keywords found 

in free text answers 

32 Key concepts - Top 15 TITLE 

[WordCloud_TITLE] 

Word 

cloud 

Open Question Word cloud on top title 

keywords found in free 

text answers 

33 Consultation search form 

[ovw_Control_Consultation] 

Filters 

form 

Overview 

dashboard; 

General 

Filter form for 

searching one or a 

group of consultations 

34 Table of all consultations URL 

[ovw_Table_Consultations_Title_List] 

Data 

Table 

Overview 

dashboard 

Table with all 

consultations in url 

form (leading to 

Consultation 

dashboard) 

 

7.5.1. Top 10 countries by number of respondents by type 

The ‘country respondents by type’ bar chart displays the number of respondents by user type (I.e. 

Citizen, Organisation, …) for the top 10 countries (in terms of number of respondents) and for all 

other countries combined.   

The number of respondents is a count of unique feedback user ids. The country refers to the country 

of the feedback user.   
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Figure 19 Top 10 countries by number of respondents by type 

Note: On the bottom left side of bar charts, (while hovering over the chart) the user can choose to 

toggle the legend visible or hidden. This is a default Kibana feature that as of writing this document 

cannot be disabled. 

 

Figure 20 Toggle legend bar chart 

Configuration in Kibana: 

 

Figure 21 Top 10 countries by number of respondents by type - Config 
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7.5.2. Number of Responses (excluding blank responses) by Sentiment  

The ‘sentiment’ bar chart displays the number of ‘positive’, ‘neutral’, ‘negative’, or ‘mixed’ 

sentiments attributed to free text answers of open questions in a consultation. This chart is most 

useful when selecting one specific free text question to gauge general sentiment of the responses 

given.  

  

Figure 22 Number of Responses (excluding blank responses) by Sentiment 

 Filters applied on visualization object: 

• Question type is FREE_TEXT  

• Free text answer is not “-”, “.”, “Missing”  

• Free text answer exists and therefor is not blank 

 

Figure 23 Number of Responses (excluding blank responses) by Sentiment - Filters 

Configuration in Kibana: 
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Figure 24 Number of Responses (excluding blank responses) by Sentiment - Config 

 

7.5.3. Number of Responses for Single Choice Answers 

The ‘single choice answers' bar chart shows the number of responses per answer given for 

single choice closed questions. This chart is most useful when selecting one specific single 

choice question.  

 

Figure 25 Number of Responses for Single Choice Answers 

 Filters applied on visualization object: 

• Question type is SINGLE_CHOICE  

• Closed answer texts is not “” (I.e. is not blank) 

 

Figure 26 Number of Responses for Single Choice Answers - Filters 
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Configuration in Kibana: 

 

Figure 27 Number of Responses for Single Choice Answers - Config 

 

7.5.4. Consultation Question search form 

The ‘Control Consultation Question’ object is a search form to select a specific question within a 

consultation. It contains the Consultation and Question dropdown to apply filters on the data shown 

in the dashboard and rest of the visualizations. 

Note: This object is marked as experimental in Kibana. 

Note: A warning sign next the filter means not all values are listed in the dropdown box. By 

searching (case sensitive) for key words this dropdown list can be reduced. 

 

Figure 28 Consultation Question search form 

Configuration in Kibana: 
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Figure 29 Consultation Question search form - Config 

 

7.5.5. Top 5 Closed Question Answers for Top 5 Countries 

The ‘Closed Question Answers / Country’ heat map is a chart visualizing the occurrence of closed 

question answer responses per country for the top five countries a (in terms of number of 

respondents) and for all other countries combined. This chart is useful for spotting a differing 

tendency on how the top five and other countries combined answer a specific question. 

 

Figure 30 Top 5 Closed Question Answers for Top 5 Countries 

Filters applied on visualization object: 

• Question type is SINGLE_CHOICE or MULTIPLE_CHOICE 

• Question text is not Country or Age  

• Closed answer texts is not “” (i.e. is not blank) 

 

Figure 31 Top 5 Closed Question Answers for Top 5 Countries - Filters 

Configuration in Kibana: 
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Figure 32 Top 5 Closed Question Answers for Top 5 Countries - Config 

 

7.5.6. Top 5 Countries' sentiment (excluding Neutral) 

The ‘Sentiment / Country’ heat map is a chart visualizing the occurrence of positive, negative or 

mixed (excluding neutral) sentiments attributed to free text answers per country for the top five 

countries a (in terms of number of respondents) and for all other countries combined. This chart is 

useful for spotting a differing sentiment or sentiment distribution by country for a specific free text 

question. 

 

Figure 33 Top 5 Countries' sentiment (excluding Neutral) 

Filters applied on visualization object: 

• Free text sentiment is not neutral 

• Free text english exists and therefor is not blank 

 

Figure 34 Top 5 Countries' sentiment (excluding Neutral) - Filters 

Configuration in Kibana: 
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Figure 35 Top 5 Countries' sentiment (excluding Neutral) - Config 

 

7.5.7. Total number of Consultations KPI  

The ‘Total number of consultations’ KPI displays the total number of consultations. 

 

Figure 36 Total number of Consultations KPI 

Configuration in Kibana: 

Note: This metric configuration is used for all other KPIs listed in this document. 

 

Figure 37 KPI - Config 
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7.5.8. Number of Administrations KPI 

The ‘Number of Administrations’ KPI displays the total number respondents of the type 

‘Administration’ as a unique count of user ids. 

 

Figure 38 Number of Administrations KPI 

Filters applied on visualization object: 

• User type is ADMINISTRATION 

 

Figure 39 Number of Administrations KPI - Filters 

Configuration in Kibana: See configuration of 3.2.7. Total number of Consultations KPI 

 

7.5.9. Total number of Respondents KPI 

The ‘Total Number of Respondents’ KPI displays the total number respondents of all types as a 

unique count of user ids. 

 

Figure 40 Total number of Respondents KPI 

Configuration in Kibana: See configuration of 3.2.7. Total number of Consultations KPI 

7.5.10. Number of Citizens KPI 

The ‘Number of Citizens’ KPI displays the total number respondents of the type ‘Citizen’ as a 

unique count of user ids. 

 

Figure 41 Number of Citizens KPI 

Filters applied on visualization object: 

• User type is CITIZEN 

 

Figure 42 Number of Citizens KPI - Filters 



                  Consulting services on data analytics services applied to surveys and citizens feedbacks - Environment 
orchestration, automation, guidance and support on consultations D01.01 

Date: 24/08/2020                                                                                          59 / 98          Doc. Version: 
1.0                                     

Configuration in Kibana: See configuration of 3.2.7. Total number of Consultations KPI 

 

7.5.11. Number of Organizations KPI 

The ‘Number of Organizations’ KPI displays the total number respondents of the type 

‘Organization’ as a unique count of user ids. 

 

Figure 43 Number of Organizations KPI 

Filters applied on visualization object: 

• User type is ORGANIZATION 

 

Figure 44 Number of Organizations KPI - Filters 

Configuration in Kibana: See configuration of 3.2.7. Total number of Consultations KPI 

 

7.5.12. Number of Others KPI 

The ‘Number of Others’ KPI is a catchall metric displaying the total number respondents that are 

not of the type ‘Administration’, ‘Citizen’, or ‘Organization’. 

 

Figure 45 Number of Others KPI 

Filters applied on visualization object: 

• User type is not one of ADMINISTRATION, CITIZEN, ORGANIZATION 

 

Figure 46 Number of Others KPI - Filters 

Configuration in Kibana: See configuration of 3.2.7. Total number of Consultations KPI 

 

7.5.13. Attachments Analysis 

‘Attachments Analysis’ is a simple label serving as a title for the Attachments section in the 

dashboard. 

 

Figure 47 Attachments Analysis 
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7.5.14. ‘Blank label for whitespace’ 

The Consultations dashboard uses a blank label for creating whitespace and visually splitting the 

dashboard in the different sections. 

 

Figure 48 ‘Blank label for whitespace’ 

 

7.5.15. Closed Questions Analysis 

The ‘Closed Questions Analysis’ object is a simple label serving as a title for the Closed Questions 

section in the dashboard. 

  

Figure 49 Closed Questions Analysis 

 

7.5.16. Please select one closed question before proceeding in the 'closed questions' 

section of the dashboard. 

The ‘Please select one closed question...’ object is a label to inform the user to select one closed 

question before proceeding in the Closed Questions section of the dashboard. This section is in 

most cases only relevant when selecting a single question. 

  

Figure 50 Please select one closed question before ... 

 

7.5.17. Please select one consultation before proceeding in the dashboard. 

The ‘Please select one consultation...’ object is a label to inform the user to make sure only one 

consultation is selected before proceeding in the Consultation dashboard. This dashboard provides 

insights that in most if not all cases can only be interpreted for a single consultation. 
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Figure 51 Please select one consultation before ... 

 

7.5.18. Please select one open question before proceeding in the 'open questions' section 

of the dashboard. 

The ‘Please select one open question...’ object is a label to inform the user to select one open / free 

text question before proceeding in the Open Questions section of the dashboard. This section is in 

most cases only relevant when selecting a single question. 

  

Figure 52 Please select one open question before ... 

 

7.5.19. Return to Consultations Overview  

The ‘Return to Consultations Overview’ label contains a link referring to the Overview dashboard. 

This link is useful when the user wants to go back to the consultations overview and to select a 

different consultation to analyse in more detail. 

 

Figure 53 Return to Consultations Overview 

Configuration of label and URL in Kibana: 

 

Figure 54 Return to Consultations Overview - Config 

 

7.5.20. Open Questions Analysis 

The ‘Open Questions Analysis’ object is a simple label serving as a title for the Open Questions 

section in the dashboard. 



                  Consulting services on data analytics services applied to surveys and citizens feedbacks - Environment 
orchestration, automation, guidance and support on consultations D01.01 

Date: 24/08/2020                                                                                          62 / 98          Doc. Version: 
1.0                                     

 

Figure 55 Open Questions Analysis 

 

7.5.21. Respondents by Country map 

The ‘Respondents by Country’ map displays the number of respondents per country. The darker 

the colour the higher the number of respondents in a country. This graph is useful to visually spot 

where respondents of a consultation are located on a map. 

 

Figure 56 Respondents by Country map 

Filters applied on visualization object: 

• Feedback country is not Other 

 

Figure 57 Respondents by Country map - Filters 

Configuration in Kibana: 
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Figure 58 Respondents by Country map - Config 

 

7.5.22. Table of Closed Question Answers  

The table with Closed Question Answers lists the different answers given for the different closed 

questions including the number of respondents for each corresponding answer. The user can choose 

to extract this table in CSV format. 

 

Figure 59 Table of Closed Question Answers 

Filters applied on visualization object: 

• Question type is one of SINGLE_CHOICE, MULTIPLE_CHOICE 

• Closed answer texts is not “” (I.e. is not blank) 

 

Figure 60 Table of Closed Question Answers - Filters 

Configuration in Kibana: 
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Figure 61 Table of Closed Question Answers - Config 

 

7.5.23. Table of Open Question Answers  

The table with Open Question Answers lists the different answers given for the different open / 

free text questions (excluding questions: ‘Creation date’, ‘First name’, ‘Last name’, ‘Surname’) 

including the sentiment that is attributed to each corresponding answer. The user can choose to 

extract this table in CSV format. 

 

Figure 62 Table of Open Question Answers 

Filters applied on visualization object: 

• Question text is not one of ‘Creation date’, ‘First name’, ‘Last name’, ‘Surname’ 

• Question type is FREE_TEXT 

• Free text english is not one of “-“, “.”, “” (i.e. is not blank) 

 

Figure 63 Table of Open Question Answers - Filters 

Configuration in Kibana: 
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Figure 64 Table of Open Question Answers - Config 1/2 

  

 

Figure 65 Table of Open Question Answers - Config 2/2 

 

7.5.24. Table of Attachments 

The table of Attachments lists the attachments that respondents added to the consultation. The table 

contains the name of the attachment, the topics recognized in the attachment’s contents, a link to 

the original attachment, and a link to the translated txt file of the original attachment (if the 

attachment is pdf or a Word file). More on attachments later in the document. 
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Figure 66 Table of Attachments 

Configuration in Kibana: 

   

Figure 67 Table of Attachments - Config 1/2 
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Figure 68 Table of Attachments - Config 2/2 

 

7.5.25. Table of all consultations 

The table of All Consultations in the Consultation dashboard is a list showing the consultations 

selected (in most cases this should be one consultation) including the consultation source (BRP, 

EUSurvey), the consultation Unit, and the number of respondents. 

 

Figure 69 Table of all consultations 

Configuration in Kibana: 
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Figure 70 Table of all consultations - Config 

 

7.5.26. Table of all Questions  

The table of All Questions lists the all the questions and the corresponding question type (free text, 

single choice, multiple choice) of a consultation in order. 

 

Figure 71 Table of all Questions 

Configuration in Kibana: 
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Figure 72 Table of all Questions - Config 

 

7.5.27. Attachments - Top 30 topics 

The ‘Attachments Top 30 topics’ word cloud is the amalgamation of key topics found in the 

translated transcript of documents attached to consultation feedbacks. The size of the word 

indicated its relative occurrence in the different attachments.  

 

Figure 73 Attachments - Top 30 topics 

Configuration in Kibana: 
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Figure 74 Attachments - Top 30 topics - Config 

 

 

7.5.28. Key concepts - Top 15 EVENTS 

The ‘Top 15 Events’ word cloud displays the key concepts found in the consultation free text 

responses which are recognized as and attributed to ‘Events’. The size of the word indicated its 

relative occurrence in the different attachments.  

 

Figure 75 Key concepts - Top 15 EVENTS 

 

Configuration in Kibana: 
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Figure 76 Key concepts - Top 15 EVENTS - Config 

 

7.5.29. Key topics - Top 20 General 

The ‘Top 20 General’ word cloud displays the most occurring key topics found in the different free 

text responses of the consultation. The size of the word indicated its relative occurrence in the 

different attachments.  

 

Figure 77 Key topics - Top 20 General 

Configuration in Kibana: 
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Figure 78 Key topics - Top 20 General - Config 

 

 

7.5.30. Key concepts - Top 15 ORGANIZATION 

The ‘Top 15 Organization’ word cloud displays the key concepts found in the consultation free 

text responses which are recognized as and attributed to ‘Organization’. The size of the word 

indicated its relative occurrence in the different attachments.  

 

Figure 79 Key concepts - Top 15 ORGANIZATION 

 

Configuration in Kibana: 
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Figure 80 Key concepts - Top 15 ORGANIZATION - Config 

 

7.5.31. Key concepts - Top 30 OTHER 

The ‘Top 30 Other’ word cloud displays the other key concepts found in the consultation free text 

responses which are not recognized as and attributed to ‘Event’, ‘Title’ or ‘Organization’. The size 

of the word indicated its relative occurrence in the different attachments.  

 

Figure 81 Key concepts - Top 30 OTHER 

Configuration in Kibana: 

  

Figure 82 Key concepts - Top 30 OTHER - Config 
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7.5.32. Key concepts - Top 15 TITLE 

The ‘Top 15 Title’ word cloud displays the key concepts found in the consultation free text 

responses which are recognized as and attributed to ‘Title’. The size of the word indicated its 

relative occurrence in the different attachments.  

 

Figure 83 Key concepts - Top 15 TITLE 

Configuration in Kibana: 

  

Figure 84 Key concepts - Top 15 TITLE - Config 

 

7.5.33. Consultation search form 

The ‘Control Consultation’ object is a search form to select a consultation or group of consultations 

based on ‘Unit’, ‘Consultation Source’ (I.e. BRP, EU Survey), or a specific consultation title. It 

contains the respective dropdowns to apply filters on the data shown in the dashboard and rest of 

the visualizations. 

Note: This object is marked as experimental in Kibana. 

Note: A warning sign next the filter means not all values are listed in the dropdown box. By 

searching (case sensitive) for key words this dropdown list can be reduced. 

 

Figure 85 Consultation search form 
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Configuration in Kibana: 

   

Figure 86 Consultation search form - Config 

 

7.5.34. Table of all consultations URL 

The table of All Consultations URL in the Overview dashboard contains the list of all the different 

consultations the user has access to, including the corresponding consultation source (BRP, 

EUSurvey), the consultation Unit, and the number of respondents. The ‘Consultation Title’ is a 

URL that links to the Consultation dashboard and automatically applies the selected consultation 

title as a filter in the dashboard. 

 

Figure 87 Table of all consultations URL 

Configuration in Kibana: 
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Figure 88 Table of all consultations URL - Config 1/2 

   

Figure 89 Table of all consultations URL - Config 2/2 
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8. ANNEX – GLOSSARY 

The following terms are regularly used thought this report: 

 

Table 6 Glossary 

Term  Definition  

Access rights  

The access right is the logical attribute that, once assigned to a specific subject, 

determines which Information System service/functionality he can access. Access 

right management for DORIS+ is described in SC288_ D05.01 Design and analysis 

of the access control and authentication. 

API 

An application programming interface (API) is a computing interface to a software 

component or a system that defines how other components or systems can use it. 

It defines the kinds of calls or requests that can be made, how to make them, the 

data formats that should be used, the conventions to follow, etc. 

Authentication 
The property to verify the identity of the parties to a transaction and check if they 

are truly who they claim to be. 

Authorization Granting a user privileges to perform a task. 

BRP 

The Better Regulation Portal (BRP) is a web portal where the preparation of each 

Commission consultation can be tracked. It aims at progressively becoming the 

single interface for all interactions with the external stakeholders on 

Commission’s initiatives at various stages of the decision-making process. 

DORIS 

DORIS (DIGIT D1) is the current application and the subject of this study. There are 

two versions of DORIS, one maintained by DIGIT D1, the other maintained by DG 

CNECT R3. Unless explicitly mentioned, the term DORIS refers to DORIS DIGIT D1.  

DORIS was developed by DG CNECT and currently managed by DIGIT. During the 

analysis it became apparent that two parallel version of DORIS are maintained and 

offered as a service to the European Commission: DIGIT D1 version of DORIS and 

DG CNECT version of DORIS. It must also be noted that while the term DORIS is 

used to refer to the system that analysis OPC, ‘DORIS’ is in fact the name of the 

team that had developed the original system.  

Data Oriented Services (DORIS) team is part of DG CNECT R3, the original 

developers of the DORIS tool that is analysed in the current assessment.  

DORIS+ 
DORIS+ will be the new version of the system for survey data analysis that is at the 

center of this assessment.  

EUSurvey 

EUSurvey is an online survey management system developed and maintained by 

DIGIT for creating and publishing forms available to the public, such as user 

satisfaction surveys and public consultations. 

Sentiment  

Sentiment comes from the sentiment analysis conducted on free text. 

The sentiment analysis determines the general attitude of the interviewee with 

regard to a question of the public consultation. It doesn’t focus on the specific 

articulate emotions. The attitude is represented through four different values: 

positive, negative, neutral and mixed. 
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Term  Definition  

AWS Batch  

AWS Batch enables developers, scientists, and engineers to easily and efficiently 

run hundreds of thousands of batch computing jobs on AWS. AWS Batch 

dynamically provisions the optimal quantity and type of compute resources (e.g., 

CPU or memory optimized instances) based on the volume and specific resource 

requirements of the batch jobs submitted. 

AWS ELK 

The ELK stack is an acronym used to describe a stack that comprises of three 

popular open-source projects: Elasticsearch, Logstash, and Kibana. Often referred 

to as Elasticsearch, the ELK stack gives you the ability to aggregate logs from all 

your systems and applications, analyze these logs, and create visualizations for 

application and infrastructure monitoring, faster troubleshooting, security 

analytics, and more. 

AWS Lambda 

AWS Lambda is an event-driven, serverless computing platform provided by 

Amazon as a part of Amazon Web Services. It is a computing service that runs 

code in response to events and automatically manages the computing resources 

required by that code. 

AWS DocumentDB 

Amazon DocumentDB (with MongoDB compatibility) is a fast, scalable, highly 

available, and fully managed document database service that supports MongoDB 

workloads. As a document database, Amazon DocumentDB makes it easy to 

store, query, and index JSON data. 

 

Amazon DocumentDB is a non-relational database service designed from the 

ground-up to give you the performance, scalability, and availability you need 

when operating mission-critical MongoDB workloads at scale. In Amazon 

DocumentDB, the storage and compute are decoupled, allowing each to scale 

independently, and you can increase the read capacity to millions of requests per 

second by adding up to 15 low latency read replicas in minutes, regardless of the 

size of your data. 

AWS Step Functions 

AWS Step Functions lets you coordinate multiple AWS services into serverless 

workflows so you can build and update apps quickly. Using Step Functions, you 

can design and run workflows that stitch together services, such as AWS Lambda, 

AWS Fargate, and Amazon SageMaker, into feature-rich applications. Workflows 

are made up of a series of steps, with the output of one step acting as input into 

the next. Application development is simpler and more intuitive using Step 

Functions, because it translates your workflow into a state machine diagram that 

is easy to understand, easy to explain to others, and easy to change. Step 

Functions automatically triggers and tracks each step, and retries when there are 

errors, so your application executes in order and as expected. 

eTranslation 
eTranslation is an online machine translation service provided by the European 

Commission (EC). 

AWS Comprehend 

Amazon Comprehend uses machine learning to help you uncover the insights and 

relationships in your unstructured data. The service identifies the language of the 

text; extracts key phrases, places, people, brands, or events; understands how 

positive or negative the text is; analyzes text using tokenization and parts of 

speech; and automatically organizes a collection of text files by topic. You can 

also use AutoML capabilities in Amazon Comprehend to build a custom set of 

entities or text classification models that are tailored uniquely to your 

organization’s needs. 

AWS S3 
Amazon Simple Storage Service (Amazon S3) is an object storage service that 

offers industry-leading scalability, data availability, security, and performance. 
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AWS CloudWatch 

Amazon CloudWatch is a monitoring and observability service built for DevOps 

engineers, developers, site reliability engineers (SREs), and IT managers. 

CloudWatch provides you with data and actionable insights to monitor your 

applications, respond to system-wide performance changes, optimize resource 

utilization, and get a unified view of operational health. CloudWatch collects 

monitoring and operational data in the form of logs, metrics, and events, 

providing you with a unified view of AWS resources, applications, and services 

that run on AWS and on-premises servers. 

AWS API Gateway 

Amazon API Gateway is a fully managed service that makes it easy for developers 

to create, publish, maintain, monitor, and secure APIs at any scale. APIs act as the 

"front door" for applications to access data, business logic, or functionality from 

your backend services. Using API Gateway, you can create RESTful APIs and 

WebSocket APIs that enable real-time two-way communication applications. API 

Gateway supports containerized and serverless workloads, as well as web 

applications. 

 

 

Term  Definition  

Access rights  

The access right is the logical attribute that, once assigned to a specific subject, 

determines which Information System service/functionality he can access. Access 

right management for DORIS+ is described in SC288_ D05.01 Design and analysis 

of the access control and authentication. 

API 

An application programming interface (API) is a computing interface to a software 

component or a system that defines how other components or systems can use 

it. It defines the kinds of calls or requests that can be made, how to make them, 

the data formats that should be used, the conventions to follow, etc. 

Authentication 
The property to verify the identity of the parties to a transaction and check if they 

are truly who they claim to be. 

Authorisation Granting a user privileges to perform a task. 

Bastion host 

The bastion hosts provide secure access to instances located in the private and 

public subnets of your virtual private cloud (VPC). A bastion host is a special-

purpose instance that hosts a minimal number of administrative applications to 

gain administrative access to backend systems. 

Confidentiality The property that data or services are protected from unauthorized access. 

Integrity The property that data or services are not subject to unauthorized manipulation. 

Position papers, also 

referred to as 

attachments 

In the context of some OPCs the respondents can share their views about the 

topic of discussion by submitting a position paper to the European Commission. 

The respondents can thus give their point of views about the consultation 

without following the pattern of the survey generated for it. Therefore, the 

information obtained from the position papers is a not structured information. 

Amazone Resource 

Names or ARNs  

Amazon Resource Names (ARNs) uniquely identify AWS resources. These are for 

example used to specify a resource unambiguously across all of AWS, such as in 

IAM policies, resource access policies, and API calls. 
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IAM role  

An IAM role is an IAM identity that you can create in your account that has 

specific permissions. An IAM role is similar to an IAM user, in that it is an AWS 

identity with permission policies that determine what the identity can and cannot 

do in AWS. However, instead of being uniquely associated with one person, a role 

is intended to be assumable by anyone who needs it. Also, a role does not have 

standard long-term credentials such as a password or access keys associated with 

it. Instead, when you assume a role, it provides you with temporary security 

credentials for your role session. 

Fine Grained Access 

Control (FGAC) 

Fine-grained access control offers additional ways of controlling access to data on 

Amazon Elasticsearch Service. After a resource-based access policy allows a 

request to reach a domain endpoint, fine-grained access control evaluates the 

user credentials and either authenticates the user or denies the request. If fine-

grained access control authenticates the user, it fetches all roles mapped to that 

user and uses the complete set of permissions to determine how to handle the 

request. 

Multi-tenancy 

Multi-tenancy is the feature that allows to manage access to Kibana resources by 

defining different tenants with associated permissions. Tenants in Kibana are 

spaces for saving index patterns, visualizations, dashboards, and other Kibana 

objects. 

Open Distro Security 

Roles  

Open Distro Security Roles are the core way of controlling access to your 

Elasticsearch cluster. Roles contain any combination of  permissions; cluster-wide 

permissions, index-specific permissions, document- and field-level security, and 

tenants. Then you map users to these roles so that users gain those permissions. 

Security token  The temporary security credentials provided when you assume an AWS IAM role 

 

 

9. ANNEX – CODE REPOSITORY OVERVIEW  

9.1. Doris-python-code repository overview 

In the doris-python-code main folder folder you can find: 

• App.py: this script is called by the orchestration functions by command (in the command 

line) similar to: 

o python app.py -t reporting -e deloitte_dev -q FREE_TEXT –p 1 -i 0 

• Lambda folder: contains all the AWS lambda functions scripts 

• Tests folder contains all the inegration and unit tests as well as the needed input and output 

files. 

• Requirements.txt lists all the Python libraries that need to be installed for the code to 

work. Every Docker container running this code uses this file to get them installed. 

• Shared folder: contains the logic used by app.py and has the following folders: 

o Config folder contains: 

▪ A resources folder which stores the config variables. These are 

centralized variables that are passed to connectors or functions over 

several scripts.  

• Config_deloitte_dev.yaml is the main config file which contains: 

o  urls for e translation, elastic etc.  
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o languages supported by e tranlate,  

o Indirectly (through AWS secret) paswords  

o ... 

▪ Application.py which controls all the connections to AWS services a.o. 

at initialization. It passes along the config defined in the yaml file (I.e. 

config_deloitte_dev.yaml) 

▪ Config.py 

o Connectors folder has all the scripts with functionality per connector/service used 

by the processors and etl scripts. These services are AWS Comprehend, AWS 

Translate, AWS DocumentDB, AWS Elasticsearch, E translation and AWS S3 

o Etl folder contains the scripts that fetch and write to these databases of 

DocumentDB and Elastic and pass the data for processing to the processors. 

▪ Batch_feedbacks_etl.py: is called directly from app.py and directs the 

actual processing like text analysis. It reads from the DocumentDB 

‘feedbacks’ and ‘consultations’ collections and stores them after 

processing in the collection ‘feedbacks_processed’. 

▪ Batch_reporting.py: will fetch the feedbacks from ‘feedback_processed’ 

and direct the processors to transform and filter the fields to become 

suitable for reporting in the visualization tool (Kibana). Therefor it stores 

them after processing in Elasticsearch. 

o Processors folder has three processors that handle the feedbacks and consultation 

documents. They are split up according to the question type and are called by the 

ETL scripts. Batch_feedback_processor.py is the main class while the other two 

are child classes that thus inherit the same functions. Hereby they can be directly 

called from the ETL scripts. 

▪ Batch_feedback_processor.py handles closed questions 

(SINGLE_CHOICE and MULTIPLE_CHOICE) and also centralises all 

functionality that all the question types have in common like prepping 

general fields that have info over the consultations or the user. Also some 

functions involving text (like language detection) are centralised here as 

both the child processors use it. 

▪ Batch_feedback_processor_file_upload.py has attachment-specific 

functions like mapping & filtering appropriate fields, connecting to S3 for 

the attachments and handling topic detection of these attachments. 

▪ Batch_feedback_processor_free_text.py on the other hand handles 

specific free text analysis like mapping & filtering appropriate ‘freetext’  

fields and text analysis methods with AWS Comprehend that detect 

keyphrases, sentiment and entities. 

o Schemas > elastic > 

▪ Feedbacks.json: Contains the schema with the fields for the index in 

Elasticsearch and Kibana. Here the names and types of the fields are 

defined.  

In the doris-general-code folder you can find: 

• api_mapping folder: this folder contain the mapping template for the post method of API 

Gateway. This mapping is used to map API call to JSON used by the lambda function. 

• cloud9 folder:   this folder contains a set of script using to deploy a cloud9 environment 

similar than the one used to develop DORIS. 
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• docker folder: contains all the scripts to deploy a container to AWS ECS. The container 

created will be executed by AWS Batch. 

o To generate a container run ‘create_docker_image.sh’. 

o Requirement.txt contains all the python dependency used by the container 

o The container will create a copy of the master branch of AWS commit 

• Step functions folder: contains all the step functions code used to orchestrate the flow for 

reference 

 

 

10. PROTOTYPE AUTHENTICATION PROCESS FOR KIBANA  

10.1. Introduction to the different security levels of the Elasticsearch domain 

Amazon Elasticsearch Service security has three main layers: 

- Network: different network security layers (e.g. security group) are configured to filter the 

requests to the Elasticsearch endpoint. Elasticsearch has its own security group, named 

DRS-DEV-KIBANA-SG, which currently allows all https request from inside the VPC to 

provide access from all development components. In a production environment, the access 

can be restricted to the VPN security group, the NGINX security group and the AWS Batch 

security group. Additionally, the Elasticsearch domain uses the security group from the 

NGINX proxy server, named DRS-DEV-NGINX-SG that allows all https traffic.  

- Domain access policy: The domain access policy defines which requests are accepted 

when reaching the domain endpoint. 

- Fine Grained Access Control (FGAC) based on Cognito authentication: When a request 

reaches the domain access policy it is authenticated based on Cognito. When user 

credentials are authenticated, all roles mapped to the access token are fetched and 

associated permissions are activated. This layer is explained in more detail in the following 

subsection.  

10.2. Fine Grained Access Control using Cognito authentication 

The user access control for the DORIS+ prototype is based on AWS Cognito and the Fine Grained 

Access Control (FGAC) feature of the Amazon Elasticsearch Service that uses Open Distro for 

Elasticsearch. The authentication process can be described as follows: 
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1. The user opens his web browser and 

navigates to the public domain of the 

nginx proxy server; 

2. The user is redirected to the Cognito 

UI log-in page, where he needs to 

provide his user credentials; 

3. AWS Cognito authenticates the user 

and responds with a security token 

upon successful authenticating the 

user. The security token is linked to 

the IAM role of the user group to 

which the user is assigned; 

4. With the security token, the user is 

redirected to his user profile in 

Kibana. The permissions of the user 

in Kibana will be set based on the 

Open Distro Security Roles linked to 

the IAM role of the user.  

*Note: all requests to the Elasticsearch cluster must be signed with a IAM access key.  

 
It must be noted that when the DORIS+ architecture was designed by Everis the Fine Grained 

Access Control feature was not yet available for AWS Elasticsearch service. The access policy was 

therefore designed to control the access to the domain by only allowing the authenticated role from 

the Cognito domain. Since the Fine Grained Access Control feature became available in February 

2020, the Elasticsearch domain for the prototype was updated to include this feature and provide 

role based access control. 

(https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/fgac.html#fgac-

recommendations) 

 

When implementing the FGAC, the ElasticSearch domain can have an open access policy, as 

advised by AWS since they might otherwise interact. The benefit of the open access policy is that 

it will lower the access management workload since it will no longer be required to update the 

access policy of the Elasticsearch domain when a new user group is created. 

 

11. PROTOTYPE ROLE BASED ACCESS CONTROL 

11.1. User groups, IAM roles and Open Distro Security roles 

As the current prototype of the access management requires a significant amount of manual effort 

until the integration with EU Login is complete, the number of user groups and user roles should 

remain limited. In addition, the number of actual users is recommended to be limited to a few 

designated users per DG that uses DORIS+. Otherwise, DORIS+ user management might become 

an operational issue in cases of staff movement/turnover/etc.  

For the current DORIS+ prototype, it was decided to provide access rights on DG-level. As a result, 

a separate user group with associated roles should be created for each DG that wishes to use 

DORIS+.  The process of creating this role is detailed in the next chapter of this document. 

The current user roles in the DORIS+ prototype are based on the following default Elasticsearch 

Open Distro Security Roles: 

• all_access: grants full access to the cluster: all cluster-wide operations, write to all indices 

and write to all tenants. 

• kibana_read_only: a special role that prevents users from making changes to 

visualizations, dashboards, and other Kibana objects. 

https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/fgac.html#fgac-recommendations
https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/fgac.html#fgac-recommendations


                  Consulting services on data analytics services applied to surveys and citizens feedbacks - Environment 
orchestration, automation, guidance and support on consultations D01.01 

Date: 24/08/2020                                                                                          84 / 98          Doc. Version: 
1.0                                     

• kibana_user: grants permissions to use Kibana: cluster-wide searches, index monitoring, 

and write to various Kibana indices. 

• readall: grants permissions for cluster-wide searches like search and search permissions 

for all indices. 

These predefined roles are combined to set permissions for the following DORIS+ user groups: 

• master-user-group: is based on the predefined all_access role, which grants access to the 

full cluster. This role is applicable for DORIS+ developers.  

The associated IAM role is: arn:aws:iam::846759934673:role/ElasticSearchMasterUser 

• read-only-user group: is based on the predefined kibana_user, kibana_read_only and 

readall roles. This role is foreseen for DIGIT D1 internal users who perform QA on the 

system.  

The associated IAM role is: 

arn:aws:iam::846759934673:role/ElasticSearchLimitedUserRole 

• DGLevelAccess-[DG]: custom Open Distro Security Roles need to be created for DG 

users. These roles are foreseen to be granted to selected staff members of DGs that wish to 

have access to DORIS+. The DORIS+ prototype already includes user groups (and the 

associated roles) for DG COMM and SecGen. 

The associated Open Distro Security Roles are:  

o KibanaUser_DG-level-Access_DGCOMM 

o KibanaUser_DG-level-Access_SecretariatGeneral   

The associated IAM roles are: 

o arn:aws:iam::846759934673:role/DRS-DEV-DGLevelAccessRole-DGCOMM 

o arn:aws:iam::846759934673:role/DRS-DEV-DGLevelAccessRole-

SecretariatGeneral 

*The process for making additional roles for other DG users is detailed in the next chapter of this 

document.  

Note that additional custom roles can be added in DORIS+ to fulfil specific needs.  

It is important to highlight that the access management can only be based on data available in the 

data model. The data model includes a unit field, which should represent the units of DGs. 

However, in reality the data from the ingested OPCs can be inconsistent. In some cases the name 

of the DG is filled in, while in other cases the unit or the sector are specified. Also cases without a 

value for the unit field have been identified. Due to the inconsistency of the unit field from the 

OPC sources, a manual check is required to validate which value is loaded for a specific OPC. An 

extension to the roles of the associated DG users might then be required to allow them to read 

OPCs linked to specific units.  

 

11.2. Kibana multi-tenancy 

Tenants in Kibana are spaces for saving index patterns, visualizations, dashboards, and other 

Kibana objects. 

By default, any Kibana user always has access to two preconfigured tenants: Global and Private. 

Depending of the assigned role, users can then have read-write or read-only access to the tenant 

and thus the saved objects in it.  

• The Global tenant is shared between every Kibana user. This is where the standard Kibana 

dashboard of DORIS+ can be found. 

• The Private tenant cannot be shared and is exclusive to each user. 
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Tenants are also useful for safely sharing work with other Kibana users. As such, for DG users that 

wish to share their tailored dashboard, or collaborate, with their team members, new tenants would 

need to be defined on DG or Unit level.  

 

11.2.1. Prototype tenants 

During the definition of DORIS+ use cases, a need was identified for users to be able to configure 

their own data visualisation dashboards in DORIS+ to fit their specific reporting needs. This 

requirement is fulfilled by Kibana multi-tenancy. 

• The Global tenant: provides standardized dashboards, all end-users should only have read 

access. Users should suggest extensions to admin users who can validate them and possibly 

extend the standard dashboards.  

• The Private tenant: every DG-user has a private tenant where they have read and write 

access. Here they can create visualisations and dashboards themselves.  

Upon creation of a user profile, the profile has no indexes/visualisations/dashboards stored on 

the private tenant. In order to get started with experimenting on private tenant, users can copy 

the predefined indexes, visualisations and dashboards from the global tenant.  

The steps to export items from the Global tenant into the Private tenant are: 

1. Log in to Kibana and select global tenant 

2. Navigate to the management > saved objects 

3. Select the “feedbacks” index and all visualisations & dashboards you would like 

to transfer to your private tenant and select export 

4. Navigate to the tenants tab and switch to your private tenant 

5. Navigate back to the management tab and to saved objects and select import and 

upload the exported elements 

Note that to collaborate easily with other policy officers from the same unit, additional tenants 

could be created per DG/unit and permissions to the tenant should be added to the corresponding 

roles. 

 

12. PROTOTYPE ACCESS MANAGEMENT 

The prototype of the access control and authentication, which is implemented in the MVP release 

of DORIS+, does not yet include the integration with EU Login service. Until the integration with 

EU Login is implemented, access management in DORIS+ will include a number of manual steps, 

namely:  

• In order to create a new user group: 

o Create an IAM role for the group 

o Create user group in AWS Cognito 

o Create Open Distro Security Role 

o Map Open Distro Security Role to the IAM role 

• Create new users and add them to the user group 

*Note: if the architecture defined before the release of FGAC would have been implemented, an 

additional step would be required during the creation of user groups, namely, the addition of IAM 

roles to the Elasticsearch access policy. However, the current prototype has opened up the access 

policy and implemented the Fine Grained Access Control recommend by AWS, which makes this 

step redundant.  
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As a reference, the full process on how to create new user groups, and creating and attaching the 

necessary permissions and roles is described in the tutorial at the following link 

https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/fgac.html#fgac-
walkthrough-iam. 

 

12.1. Creating new user groups and associating permissions and roles 

12.1.1. Creation of Cognito user group per DG 

Each user group in Cognito is linked to an IAM role that can be associated with the correct 

permissions by mapping it to an Open Distro Security Role in Kibana. Therefore, a new IAM role 

must always be created before creating a new user group. Afterwards a new user group is created 

with the new IAM role.  

Below follows a walkthrough on how to create a new user group using the AWS management 

console.  

1) Creating a unique IAM role for each group  

Create a new IAM role for a Web Identity as described in the following reference  

https://docs.aws.amazon.com/IAM/latest/UserGuide/id_roles_create_for-idp_oidc.html and 

include the following trust relationship (where identity-pool-id should be replaced by the 

identity pool of the DORIS+ environment, which is eu-west-1:c345600f-74cb-4390-8a4a-

de36c6c8bd63 for the prototype. 

{ 

  "Version": "2012-10-17", 

  "Statement": [{ 

    "Effect": "Allow", 

    "Principal": { 

      "Federated": "cognito-identity.amazonaws.com" 

    }, 

    "Action": "sts:AssumeRoleWithWebIdentity", 

    "Condition": { 

      "StringEquals": { 

        "cognito-identity.amazonaws.com:aud": "identity-pool-id" 

      }, 

      "ForAnyValue:StringLike": { 

        "cognito-identity.amazonaws.com:amr": "authenticated" 

      } 

    } 

  }] 

} 

 

2) Creating the user group and attaching the IAM role created in the previous step 

- Navigate to the DORIS user pool > users and groups > groups 

- Select “create group” 

- Enter the name for the new user group, optionally add a group description, select the 

IAM role created in the previous step and create the new user group 

12.1.2. Creating and mapping Open Distro Security Roles  

For each DG user group a specific Open Distro Security Role needs to be created and mapped to 

the corresponding IAM role. 

New Open Distro Security Roles can be created and mapped to IAM roles using the Kibana UI or 

the _opendistro/_security operations in the REST API. Below follows a walk-through on how to 

create a new Open Distro Security Role for a DG user group and how to map it to the IAM role for 

the DG user group from the Kibana UI. 

More information on creating Open Distro Security Roles and which permissions can be configured 

can be found on the following link. https://opendistro.github.io/for-elasticsearch-

docs/docs/security-access-control/users-roles/#create-roles. 

https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/fgac.html#fgac-walkthrough-iam
https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/fgac.html#fgac-walkthrough-iam
https://docs.aws.amazon.com/IAM/latest/UserGuide/id_roles_create_for-idp_oidc.html
https://opendistro.github.io/for-elasticsearch-docs/docs/security-access-control/users-roles/#create-roles
https://opendistro.github.io/for-elasticsearch-docs/docs/security-access-control/users-roles/#create-roles
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A description about the default action groups that can be used to define the permissions for the new 

roles can be found on the following link. https://opendistro.github.io/for-elasticsearch-

docs/docs/security-access-control/default-action-groups/ 

12.1.2.1. Walkthrough for creating an Open Distro Security Role: 

1. Log in to Kibana as a master user (or any other user with permissions to configure security 

settings) 

2. Go to the security tab and select roles. In the roles tab you can create a new role from 

scratch or copy an existing role, which you can afterwards adapt. This walkthrough will 

describe how to define the proposed roles for DG level access, specifically for the 

Secretariat General, starting from a copy of the default kibana_user role.  

3. Click the “copy” button for the kibana_user role. A copy of the role definition is generated. 

You can now configure the permissions for the role you want to create. The following 

permissions need to be configured for the example DG-level access role for the Secretariat 

General: 

a. In the overview tab: adapt the role name to “KibanaUser_DG-level-

Access_SecretariatGeneral” 

b. Advance to the cluster permissions tab where the “cluster_composite_ops” action 

group should be selected 

c. Advance to the index permissions tab and add an additional  index permission to 

the standard kibana_user index permission to provide access to the OPC’s from 

the Secretariat General 

i. Add an index pattern  “feedbacks”  

ii. Add action group(s) to define the actions the user can perform on the index 

and select read  

iii. Add a document level security query to restrict access to the OPC’s of 

their own DG: 

1. { 

a. "match":{ 

i. "consultation_units": " SECRETARIAT-GENERAL" 

b. } 

2. } 

 

iv. Note that the consultation_units field is inconsistent; all values in the 

“consultation_units” field that can be visible to the user group should be 

added to the document level security query. 

 

d. Advance to tenant permissions and add the kibana_all_read action group to the 

global permission to make sure end-users cannot adapt or remove the 

visualisations and dashboards on the global tenant. 

 

4. Confirm creation of the new role 

12.1.2.2. Walkthrough for mapping an Open Distro Security Role to IAM role: 

1. Log in to Kibana as a master user (or user with permissions to configure security 

settings) 

2. Go to the security tab and select role mappings 

3. In case the Open Distro Security Role is already in the list, select edit role. Otherwise, 

click create new role mapping and select the desired Open Distro Security Role from 

the list.  

4. Add the ARN of the AWS IAM role to the list of backend roles.  

5. Submit mapping 

https://opendistro.github.io/for-elasticsearch-docs/docs/security-access-control/default-action-groups/
https://opendistro.github.io/for-elasticsearch-docs/docs/security-access-control/default-action-groups/
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Note that the tab “hosts”, which maps Open Distro Security Roles to hostnames and IP 

addresses, is not available because the Elasticsearch domain is located inside a VPC. 

12.2. Creating new users  

This paragraph describes how to create new users and how to provide them the access rights by 

adding them to a user group.  

Currently, user access management is too complex. Therefore, the number of users should remain 

limited to several per DG.  

New user accounts need to be created by a DORIS+ admin user, for which the administrator will 

require the email address of the new user and the DG the user belongs to.  

•  Log in to AWS management console and navigate to the DORIS+ user pool > users and 

groups > users 

• Select create user  

o Username: <email of the new user> 

o Activate send invitation and select email  

o Enter a temporary password (taking into account password requirements)  

o Deactivate “mark phone number as verified” 

o Enter the email of the new user and mark as verified.  

o Create the user  

13. ACCESS TO ATTACHMENTS: KIBANA TO S3 GATEWAY 

The data in Elasticsearch only includes the link to each of the submitted attachments. The 

attachments itself are stored in an attachments bucket on AWS S3. However, Kibana is not able to 

execute a script and therefore cannot send a signed get request to the S3 bucket. An additional 

gateway has been set up, to provide users the option to request the attachments of an OPC from 

within Kibana. 

The additional gateway from Kibana to S3 exists out of a publically available API gateway and a 

lambda function. The API is added as an additional location to the NGINX proxy server that also 

provides access to Kibana.  

The authentication process can be described as follows: 

• Navigate to Kibana over the NGINX proxy server, upon which you will be redirect to the 

Cognito login UI 

• Upon submitting credentials, Cognito returns a security token which is stored in the cookie 

on your browser and provides you access to the Kibana UI based on the permissions linked 

to the user group of the user. 

• When clicking an attachment link in Kibana, a request is sent to the API gateway over the 

NGINX proxy server. Since the API gateway is located on the same NGINX domain, it 

has access to the same cookie as Kibana. 

• Upon receiving a request, the API calls a lambda function. The lambda function 

authenticates the user based on the security token in the cookie. Upon successful 

authenticating the user, the lambda function sends a get request to the attachments S3 

bucket for the file located at the path included in the API request (part of the link in Kibana 

as described below). 

In order to navigate Kibana users to the API gateway over the NGINX server the correct link should 

be included in the data on Elasticsearch. The OPC data loaded in Document DB after the ETL 

process only includes the location of the data in S3. This location is transformed to the correct URL 

during processing. The correct URL includes three parts: the public domain of the NGINX proxy 
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server; the location of the API gateway on the proxy which is configured at “/s3”; and additionally 

the path from the attachment inside the attachments bucket, as shown below. 

https://<publicDNSofNGINX>/s3/<pathToTheAttachmentInsideTheBucket> 

It must be noted that the Lambda function is currently only able to return .pdf and .txt 

files.  Additionally, it must be noted that the Lambda function only authenticates whether the user 

is registered in the DORIS+ user pool. The attachments API and lambda function are currently not 

providing role based access control. So, although the dashboard in Kibana does only offer the links 

to the attachments of the OPCs the user has access to, a user would be able to request also other 

attachments in case he would be able to determine the path to the attachment.  

14. SET UP OF THE NEW COMPONENTS  

14.1. Bastion host 

- Log in to the AWS management console and navigate to the EC2>instances tab 

- Select launch instance 

- Select the Amazon Linux 2 AMI (HVM) SSD Volume Type 64-bit (x86) AMI 

- Select t2.micro instance type 

- Select the correct VPC, the public subnet  

- The security group that was created for the VPN can be re-used or a new security group 

can be created. In case a new security group is created: 

o It should allow ssh traffic, port 22 from all sources 0.0.0.0/0 

o The security groups of the other DORIS components must be adapted to allow 

incoming traffic from the new bastion host security group (similarly as is the case 

for the VPN security group) 

- Select launch and add the SSH key pair that will be used to connect to your bastion host 

and environment. 

Note: you can create and assign an Elastic IP address to the bastion host, so admin users do not 

have to check the public DNS name before connecting. 

 

14.1.1. Add users to the bastion host  

https://aws.amazon.com/premiumsupport/knowledge-center/new-user-accounts-linux-instance/ 

14.1.2. Connect to the other components  

Admin users will use the bastion host to connect to other components of the DORIS+.  

- A description on how the bastion host can be used to connect to the Kibana environment 

can be found on the following link: 

https://aws.amazon.com/premiumsupport/knowledge-center/kibana-outside-vpc-ssh-

elasticsearch/ 

- A description on how the bastion can be used to connect to Document DB can be found 

on the following link 

https://docs.aws.amazon.com/documentdb/latest/developerguide/getting-

started.connect.html 

- A description on how the bastion host can be used to connect to the NGINX server can 

be found on the following link https://aws.amazon.com/blogs/security/securely-connect-

to-linux-instances-running-in-a-private-amazon-vpc/ 

 

https://aws.amazon.com/premiumsupport/knowledge-center/new-user-accounts-linux-instance/
https://aws.amazon.com/premiumsupport/knowledge-center/kibana-outside-vpc-ssh-elasticsearch/
https://aws.amazon.com/premiumsupport/knowledge-center/kibana-outside-vpc-ssh-elasticsearch/
https://docs.aws.amazon.com/documentdb/latest/developerguide/getting-started.connect.html
https://docs.aws.amazon.com/documentdb/latest/developerguide/getting-started.connect.html
https://aws.amazon.com/blogs/security/securely-connect-to-linux-instances-running-in-a-private-amazon-vpc/
https://aws.amazon.com/blogs/security/securely-connect-to-linux-instances-running-in-a-private-amazon-vpc/
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14.2. Deployment of the Elasticsearch domain with FGAC  

Fine Grained Access Control (FGAC) for Elasticsearch is a newly added feature in February 2020 

and not yet integrated with Cloudformation. Therefore the set-up of the domain is kept as a manual 

step. 

The deployment of the Elasticsearch domain remains the same as described in the Doris 

deployment manual except for an additional step to activate the FGAC. 

Additionally, the access policy for the domain has been adapted, as was stated before this is done 

to limit the interaction between the access policy and FGAC. When the access policy for the 

Elasticsearch domain is not opened up for a domain with FGAC, each IAM role for each user group 

needs to be added to the access policy. 

1) Add the fine-grained access control feature The IAM ARN must be the ARN of the IAM 

role for the master-user-group in Cognito.  

 
2) The access policy is adapted to allow access to batch (using the ecsInstanceRole), 

development tools in the prototype environment (using the ec2_role_cloud9 role, code-

commit-doris-python role and AWSCodePipelineServiceRole-eu-west-1-Doris-Python-

Validator  role) and to allow access to all Cognito user groups by opening the access policy 

to the Elasticsearch domain. In case it would be preferred not to open the access policy the 

ARN’s for all IAM roles linked to the different Cognito user groups must be added to the 

access policy. 

 

*Note that all ARN’s must be updated in another environment  

 

{ 

  "Version": "2012-10-17", 

  "Statement": [ 

    { 

      "Sid": "1", 

      "Effect": "Allow", 

      "Principal": { 

        "AWS": [ 

          "arn:aws:iam::846759934673:role/service-role/code-commit-doris-python", 

          "arn:aws:iam::846759934673:role/service-role/AWSCodePipelineServiceRole-eu-west-1-Doris-

Python-Validator", 

          "arn:aws:iam::846759934673:role/ec2_role_cloud9", 

          "arn:aws:iam::846759934673:role/ecsInstanceRole" 

        ] 

      }, 

      "Action": "es:*", 

      "Resource": "arn:aws:es:eu-west-1:846759934673:domain/drs-dev-deloitte-es/*" 

    }, 
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    { 

      "Sid": "2", 

      "Effect": "Allow", 

      "Principal": { 

        "AWS": "*" 

      }, 

      "Action": "es:ESHttp*", 

      "Resource": "arn:aws:es:eu-west-1:846759934673:domain/drs-dev-deloitte-es/*" 

    } 

  ] 

} 

 

14.2.1. Configuration of Cognito 

After the deployment of the Elasticsearch domain with FGAC and the deployment of Cognito 

included in the CloudFormation for DORIS+, the configuration of the identity pool in Cognito 

needs to be adapted to provide FGAC in the following way:  

1. Log in to the AWS management console  

2. Navigate to the Cognito user pool and check the app client ID for the Elasticsearch domain 

in the App client settings tab   

3. Navigate to the Cognito identity pool, click “edit identity pool” and expand authentication 

providers  

4. Look for the app client of the Elasticsearch domain and adapt the authenticated role 

selection from ‘use default role’ to ‘choose role from token’ and select ‘DENY’ for role 

resolution. 

14.3. Deployment of the gateway from Kibana to S3  

This subsection describes the deployment process to set-up the gateway providing Kibana end-

users access to the attachments on S3 from within Kibana. From a high-level perspective, the 

deployment process can be divided into three steps: 

1. Configuration of NINX; 

2. Deployment of the lambda and API gateway using CloudFormation; and 

3. Manually adapt target bucket for lambda function. 

14.3.1. Configuration of NGINX  

3) Log in to the AWS console and navigate to the EC2 instances tab 

4) Connect to the DRS-DEV-NGINX instance using the session manager (or using 

port forwarding over the bastion host)  

5) Update NGINX config in /etc/nginx/nginx.conf with the highlighted section below, 

so that nginx forwards request for the “/s3” location to the API gateway. In the 

configuration, replace $ES_endpoint with the Elasticsearch endpoint, 

$cognito_host with user pool domain, and $api_invoke with the invoke url of the 

attachments API. 

For example: 

$api_invoke =  5snv33asjg.execute-api.eu-west-1.amazonaws.com/test 

$ES_endpoint = vpc-drs-dev-deloitte-es-4sfz44aqhynnwbtg7a4letrjcu.eu-west-

1.es.amazonaws.com 

$cognito_host = drs-dev-user-pool-domain.auth.eu-west-1.amazoncognito.com 

6) Start the NGINX server. 

 

The NGINX config file must be extended with the highlighted section below: 
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user nginx; 

worker_processes auto; 

error_log /var/log/nginx/error.log; 

pid /run/nginx.pid; 

 

# Load dynamic modules. See /usr/share/nginx/README.dynamic. 

include /usr/share/nginx/modules/*.conf; 

 

events { 

    worker_connections 1024; 

} 

 

http { 

    log_format  main  '$remote_addr - $remote_user [$time_local] "$request" ' 

                      '$status $body_bytes_sent "$http_referer" ' 

                      '"$http_user_agent" "$http_x_forwarded_for"'; 

 

    access_log  /var/log/nginx/access.log  main; 

 

    sendfile            on; 

    tcp_nopush          on; 

    tcp_nodelay         on; 

    keepalive_timeout   65; 

    types_hash_max_size 2048; 

 

    include             /etc/nginx/mime.types; 

    default_type        application/octet-stream; 

 

    # Load modular configuration files from the /etc/nginx/conf.d directory. 

    # See http://nginx.org/en/docs/ngx_core_module.html#include 

    # for more information. 

    include /etc/nginx/conf.d/*.conf; 

    server { 

        listen 443; 

        server_name $host; 

        rewrite ^/$ https://$host/_plugin/kibana redirect; 

 

        ssl_certificate           /etc/nginx/cert.crt; 

        ssl_certificate_key       /etc/nginx/cert.key; 

 

        ssl on; 

        ssl_session_cache  builtin:1000  shared:SSL:10m; 

        ssl_protocols  TLSv1 TLSv1.1 TLSv1.2; 

        ssl_ciphers HIGH:!aNULL:!eNULL:!EXPORT:!CAMELLIA:!DES:!MD5:!PSK:!RC4; 

        ssl_prefer_server_ciphers on; 

 

        location /s3 { 

            # Forward requests to api endpoint 

            proxy_pass https://$api_invoke; 

 

            # Update cookie domain and path 

            proxy_cookie_domain  $api_invoke $host; 

        } 

 

        location ^~ /_plugin/kibana { 

            # Forward requests to Kibana 

            proxy_pass https://$ES_endpoint /_plugin/kibana; 

 

            # Handle redirects to Amazon Cognito 

            proxy_redirect https://$cognito_host https://$host; 

 

            # Update cookie domain and path 

            proxy_cookie_domain $ES_endpoint $host; 

 

            proxy_set_header Accept-Encoding ""; 

            sub_filter_types *; 

            sub_filter $ES_endpoint $host; 

            sub_filter_once off; 

 

            # Response buffer settings 
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            proxy_buffer_size 128k; 

            proxy_buffers 4 256k; 

            proxy_busy_buffers_size 256k; 

        } 

 

        location ~ \/(log|sign|error|fav|forgot|change) { 

            # Forward requests to Cognito 

            proxy_pass https://$cognito_host; 

 

            # Handle redirects to Kibana 

            proxy_redirect https://$ES_endpoint https://$host; 

 

            # Handle redirects to Amazon Cognito 

            proxy_redirect https://$cognito_host https://$host; 

 

            # Update cookie domain 

            proxy_cookie_domain $cognito_host $host; 

        } 

} 

} 

 

14.3.2. Deploying the API gateway and lambda function 

1. Log in to the AWS console and navigate to the CloudFormation service  

2. Click create stack> with new resources 

3. Include the CloudFormation template “kibana-to-s3.yml” which can be found in annex. 

4. Give the stack a name and select the correct environment for the environment parameter 

5. Create the stack  

14.3.3. Configuration of the lambda function 

• Adapt Cognito endpoint & Adapt S3 bucket containing the attachments in lambda code as 

highlighted below 

          const AWS = require('aws-sdk'); 
          const https = require('https'); 
          const s3 = new AWS.S3(); 
 
          function extractAccessToken(allCookies) { 
            //Extracts the access token from the header 
            var accessToken; 
            var cookieArray = allCookies.split(';'); 
            for(var cookie of cookieArray){ 
              if (cookie.startsWith(" ACCESS-TOKEN")) { 
                accessToken = cookie.slice(14); 
              } 
            } 
            return accessToken; 
 
          } 
 
          async function verifyAccessToken(allCookies) { 
            //hits the cognito api with the access token and checks for a 200 response 
            var accessToken = await extractAccessToken(allCookies); 
            console.log(accessToken); 
            const options = { 
                protocol: 'https:', 
                hostname: 'drs-dev-user-pool-domain.auth.eu-west-1.amazoncognito.com', 
                path: '/oauth2/userInfo', 
                headers: { Authorization: `Bearer ${accessToken}`} 
                }; 
 
            const response = await new Promise((resolve, reject) => { 
                const req = https.get(options, function(res) { 
                  res.on('data', chunk => { 
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                  }); 
                  res.on('end', () => { 
                    resolve({ 
                        statusCode: res.statusCode, 
                    }); 
                  }); 
                }); 
                req.on('error', (e) => { 
                  reject({ 
                      statusCode: 500, 
                      body: 'Something went wrong!' 
                  }); 
                }); 
            }); 
            console.log(response.statusCode); 
            if (response.statusCode >= 300){ 
              return 0; 
            } 
            return 1; 
          } 
 
          exports.handler = async (event, context) => { 
            const validToken = await verifyAccessToken(event.headers.Cookie); 
            if (!validToken){ 
              let response = { 
                  multiValueHeaders: {}, 
                  headers: {}, 
                  isBase64Encoded: false, 
                  statusCode: 401, 
                  body: 'Unauthorized access', 
              }; 
              return response; 
            } 
 
            try { 
              const params = { 
                  Bucket: "doris-attachments", 
                  Key: event.path.slice(1) 
                }; 
              var data = await s3.getObject(params).promise(); 
 
              console.log(data.ContentType); 
              if (data.ContentType == 'text/plain'){ 
                const response = { 
                    multiValueHeaders: {}, 
                    headers: {}, 
                    isBase64Encoded: false, 
                    statusCode: 200, 
                    body: data.Body.toString(), 
                }; 
                return response; 
              } 
              else { 
                const response = { 
                    multiValueHeaders: {}, 
                    headers: { 
                      'Content-type' : 'application/pdf', 
                      'Content-disposition': 'inline' 
                    }, 
                    isBase64Encoded: true, 
                    statusCode: 200, 
                    body: data.Body.toString('base64'), 
                }; 
                return response; 
              } 
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            } catch (e) { 
              throw new Error(`Could not retrieve file from S3: ${e.message}`); 
            }   
          }; 
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15. ANNEX - OVERVIEW OF ADDITIONAL COMPONENTS  

Reso

urce 

type 

Name  Descriptio

n 

Arn 

EC2 

insta

nce 

DRS-DEV-BASTION EC2 

instance for 

the bastion 

host. 

arn:aws:ec2:eu-west-

1:846759934673:instance/i-20611d5dd41c5f17 

IAM 

role 

ElasticSearchMasterUs

er 

IAM-role 

for 

Elasticsear

ch master-

user-group 

arn:aws:iam::846759934673:role/ElasticSear

chMasterUser 

IAM 

role 

ElasticSearchLimitedU

serRole 

IAM-role 

for 

Elasticsear

ch Read-

only-user-

group 

arn:aws:iam::846759934673:role/ElasticSear

chLimitedUserRole 

IAM 

role 

DRS-DEV-

DGLevelAccessRole-

DGCOMM 

IAM role 

for DG 

COMM 

user group 

arn:aws:iam::846759934673:role/DRS-DEV-

DGLevelAccessRole-DGCOMM 

IAM 

role 

DRS-DEV-

DGLevelAccessRole-

SecretariatGeneral 

IAM role 

for the 

Secretariat 

General 

user group 

arn:aws:iam::846759934673:role/DRS-DEV-

DGLevelAccessRole-SecretariatGeneral 

API 

gatew

ay 

DorisKibanaToS3   

Lamb

da  

DorisAuthenticateAnd

ForwardToS3 

Lambda 

function 

that is 

called by 

the 

DorisKiban

aToS3 API 

gateway. 

The 

function 

authenticat

es requests 

for 

attachment

s upon 

which it 

returns the 

requested 

file.  

arn:aws:lambda:eu-west-

1:846759934673:function:DorisAuthenticate

AndForwardToS3 
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IAM 

role 

LambdaReadFromDori

sAttachments 

IAM role 

providing 

lambda 

read access 

to S3 

arn:aws:iam::846759934673:role/LambdaRe

adFromDorisAttachments 
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